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Abstract

These note cours are intended to complement the book [37] with more details on the theory of Optimal
Transport. Many parts are extracted from this book, with some additions and re-writing.

Contents

1

Optimal Matching between Point Clouds
1.1 Monge Problem between Discrete points . . . . . . . . . . . ... .. L
1.2 Matching Algorithms . . . . . . . . . . . e

Monge Problem between Measures

2.1 Measures . . . . ... e e e e e e
2.2 Push Forward . . . . . . . .. e
2.3 Monge’s Formulation . . . . . . . . .. oo
2.4 Existence and Uniqueness of the Monge Map . . . . . . . ... ... ... ... . .......

Kantorovitch Relaxation

3.1 Discrete Relaxation . . . . . . . . . . . ..
3.2 Relaxation for Arbitrary Measures . . . . . . . . . ... e
3.3 Metric Properties . . . . . . . . L L

Sinkhorn

4.1 Entropic Regularization for Discrete Measures . . . . . . . . . ... .. ... 0.
4.2 General Formulation . . . . . .. ..o
4.3 Sinkhorn’s Algorithm . . . . . . . . .. L
4.4 CONVEIZEIICE . .« v v v vt e e e e e e e e e e e e e e

Dual Problem

5.1 Discrete dual . . . . . . . .. e e
5.2  General formulation . . . . . . . .. e
5.3 c-transforms . . . o. ..

17
17
19
19
21


gabriel.peyre@ens.fr
https://mathematical-tours.github.io
www.numerical-tours.com

6 Semi-discrete and W; 25

6.1 Semi-discrete . . . . . .. e e e 25
6.2 Wi o e e 28
6.3 Dual norms (Integral Probability Metrics) . . . . . . . . . ... . .. L 30
6.4 -divergences . . . . . ..o e e e e e 32
7 Sinkhorn Divergences 34
7.1 Dual of Sinkhorn . . . . . . . . L e e e 34
7.2 Sinkhorn Divergences . . . . . . . . . L e 35
8 Barycenters 37
8.1 Frechet Mean over the Wasserstein Space . . . . . . . . . . . . . . . ... 37
8.2 1-D Case . . . . . . . e e 38
8.3 Gaussians Case . . . . . . ... e 38
8.4 Discrete Barycenters . . . . . . . ... 38
8.5 Sinkhorn for barycenters . . . . . . . L L e 38
9 Wasserstein Estimation 40
9.1 Wasserstein Loss . . . . . . . . e 40
9.2 Wasserstein Derivatives . . . . . . . . .. L L e 41
9.3 Sample Complexity . . . . . . . . . o e 41
10 Gradient Flows 42
10.1 Optimization over Measures . . . . . . . . . . . . ..o e 42
10.2 Particle System and Lagrangian Flows . . . . . . .. . .. ... oL 42
10.3 Wasserstein Gradient Flows . . . . . . . . . . . . . . 42
10.4 Langevin Flows . . . . . . . . L e e 42
11 Extensions 43
11.1 Dynamical formulation . . . . . . . . . . L 43
11.2 Unbalanced OT . . . . . . . . . . e e e 43
11.3 Gromov Wasserstein . . . . . . . . . . o i e e e e e e e e e 43
11.4 Quantum OT . . . . . . oL 44

1 Optimal Matching between Point Clouds

1.1 Monge Problem between Discrete points

Matching problem Given a cost matrix (C;;)ic[n],je[m], @ssuming n = m, the optimal assignment
problem seeks for a bijection ¢ in the set Perm(n) of permutations of n elements solving

n

1
min  — Ci o) (1)
oc€Perm(n) N ] ’

One could naively evaluate the cost function above using all permutations in the set Perm(n). However, that
set has size n!, which is gigantic even for small n. In general the optimal ¢ is non-unique.

1D case If the cost is of the form C; ; = h(x;—y;), where h : R — R™ is convex (for instance C; j; = |z;—y;|P
for p > 1), one has that an optimal o necessarily defines an increasing map x; — 4 (;, i.e.

V(i,7), (xi —yj)(Tou) — Yorj)) = 0.



Indeed, if this property is violated, i.e. there exists (i, j) such that (2; —y;)(% () — ¥s(;)) < 0, then one can
defines a permutation ¢ by swapping the match, i.e. 6(i) = o(j) and &(j ) o(i), with a better cost

Z h(xi — Ys(iy) Z h(xi = Yo(i))s

because
h(zi = Yo ) + P(25 = Yoi)) < P2 = Yoi) + P(T5 — Yo(s))-

So the algorithm to compute an optimal transport (actually all optimal transport) is to sort the points, i.e.
find some pair of permutations ox, oy such that

Tox(1) S Oox(2) S--- and Yo, (1) S Opy(2) S -0

and then an optimal match is mapping ¥, (k) = Yoy (k), i-€. an optimal transport is 0 = oy oa;(l. The total
computational cost is thus O(nlog(n)) using for instance quicksort algorithm. Note that if ¢ : R — R is an
increasing map, with a change of variable, one can apply this technique to cost of the form h(|¢o(x) — @(y)|).
A typical application is grayscale histogram equalization of the luminance of images.

Note that is & is concave instead of being convex, then the behavior is totally different, and the optimal
match actually rather exchange the positions, and in this case there exists an O(n?) algorithm.

1.2 Matching Algorithms

There exists efficient algorithms to solve the optimal matching problems. The most well known are
the hungarian and the auction algorithm, which runs in O(n®) operations. Their derivation and analysis is
however very much simplified by introducing the Kantorovitch relaxation and its associated dual problem. A
typical application of these methods is the equalization of the color palette between images, which corresponds
to a 3-D optimal transport.

2 Monge Problem between Measures

2.1 Measures

Histograms We will interchangeably the term histogram or probability vector for any element a € X,
that belongs to the probability simplex

n
def.
Yn = {aeRi; E aizl}.
i=1
Discrete measure, empirical measure A discrete measure with weights a and locations x1,...,x, € X

reads .
a=> ad, (2)
i=1

where §, is the Dirac at position x, intuitively a unit of mass which is infinitely concentrated at location x.
Such as measure describes a probability measure if, additionally, a € ¥,,, and more generally a positive mea-
sure if each of the “weights” described in vector a is positive itself. An “empirical” probability distribution
is uniform on a point cloud, i.e. a = %ZZ 0z, In practice, it many application is useful to be able to ma-
nipulate both the positions x; (“Lagrangian” discretization) and the weights a; (“Eulerian” discretization).
Lagrangian modification is usually more powerful (because it leads to adaptive discretization) but it breaks
the convexity of most problems.



General measures We consider Borel measures o € M(X) on a metric space (X, d), i.e. one can compute
a(A) for any Borel set A (which can be obtained by applying countable union, countable intersection, and
relative complement to open sets). The measure should be finite, i.e. have a finite value on compact set.
A Dirac measure ¢, is then define as 6,(A) = 1 is € A and 0 otherwise, and this extend by linearity for
discrete measures of the form (2) as

a(A) = Z a;

T, €A

We denote M (X) the subset of all positive measures on X, i.e. a(A4) > 0 (and a(X) < +oo for the measure
to be finite). The set of probability measures is denoted MY (X), which means that any o € ML (X) is
positive, and that a(X) = 1.

Radon measures Using Lebesgue integration, a Borel measure can be used to compute integral of mea-
surable functions (i.e. such that level sets {z ; f(x) < t} are Borel sets), and we denote this pairing as

(f, o) / f(@)da).

Integration of such a measurable f against a discrete measure a computes a sum

/X f(z)da(x) = Zaif(xi).

This can be in particular applied to the subspace of continuous functions which are measurable. Inte-
gration against a finite measure on a compact space thus defines a continuous linear form f f fda on
the Banach space of continuous functions (C(X), | - |oo), indeed | [ fda| < |f]oo]a(X)|. On compact spaces,
the converse is true, namely that any continuous linear form ¢ : f — £(f) on (C(X),| - |o) is represented
as an integral against a measure ¢(f) = [ fda. This is the Riesz-Markov-Kakutani representation theorem,
which is often stated that Borel measures can be identified to Radon measures. Radon measures are thus
in some sense “less regular” than functions, but more regular than distributions (which are dual to smooth
functions). For instance, the derivative of a Dirac is not a measure. This duality pairing (f, ) between con-
tinuous function and measures will be crucial to develop duality theory for the convex optimization problem
we will consider later.

The associated norm, which is the norm of the linear form ¢, is the so-called total variation norm

lelzv = Wle@y—r = sup  {{f, @) ; [floo < 1}
fec(x)

(note that one can remove the |-| in the right hand side, and such a quantity is often called a “dual norm”).
One can in fact show that this TV norm is the total mass of the absolute value measure |a|. The space
(M(X),] - |rv) is a Banach space, which is the dual of (C(X), | - |co)-

Recall that the absolute value of a measure is defined as

lal(A) = e Xl: l(By)|

so that for instance if @ = )", a;0,,, |a| = >, |a;|d5, and if da(z) = pdx for a positif reference measure dz,
then d|a|(z) = |p(z)|dz.

Relative densities A measure o which is a weighting of another reference one dx is said to have a density,
which is denoted da(z) = pa(z)dz (on R? dz is often the Lebesgue measure), often also denoted p, = 42,
which means that

VheC(RY), y h(z)da(z) = y h(z)pa(z)de.



Probabilistic interpretation Radon probability measures can also be viewed as representing the distri-
butions of random variables. A random variable X on X is actually a map X :  — X from some abstract
(often un-specified) probabized space (€2,P), and its distribution is the Radon measure a € M1 (X) such
that P(X € A) = a(4) = [, da(z).

2.2 Push Forward

For some continuous map 7' : X — ), we define the pushforward operator T; : M(X) — M(Y). For
a Dirac mass, one has Ty0, = 0p(,), and this formula is extended to arbitrary measure by linearity. In
some sense, moving from T to T} is a way to linearize any map at the prize of moving from a (possibly)
finite dimensional space X to the infinite dimensional space M(X), and this idea is central to many convex
relaxation method, most notably Lasserre’s relaxation. For discrete measures (2), the pushforward operation
consists simply in moving the positions of all the points in the support of the measure

TﬁOé d;f' Z aZ5T(L) .

For more general measures, for instance for those with a density, the notion of push-forward plays a funda-
mental to describe spatial modifications of probability measures. The formal definition reads as follow.

Definition 1 (Push-forward). For T : X — Y, the push forward measure § = Tyja € M(Y) of some
a € M(X) satisfies

X

vhecw), [ 1was) = [ nrwaoe) Q
Equivalently, for any measurable set B C Y, one has
B(B) =a({z € X ; T(x) € B}). (4)
Note that Ty preserves positivity and total mass, so that if « € ML (X) then Tya € ML(Y).

Remark 1 (Push-forward for densities). Explicitly doing the change of variable = T'(z), so that da =
|det(T"(x))|dy in formula (3) for measures with densities (pa,ps) on R? (assuming 7 is smooth and a
bijection), one has for all h € C(Y)

/y h(y)ps(y)dy = /y h(y)dB(y) = /X W(T(x))da(z) = /X BT (2))pa ()
_ gy
= J 0T ey

which shows that 1
-1

I ae@ Ty
Since T is a diffeomorphism, one obtains equivalently

pal(x) = |det(T"(z))]ps(T'(x)) (5)

where T’ (x) € R¥4 is the Jacobian matrix of T' (the matrix formed by taking the gradient of each coordinate
of T'). This implies, denoting y = T'(x)

pp(Y) = pa(T

Pa(z)
| det(T"(a))| = 222,
ps(y)
Remark 2 (Probabilistic interpretation). A random variable X, equivalently, is the push-forward of P by X,
a = XyP. Applying another push-forward 8 = Ty for T : X — Y, following (3), is equivalent to defining
another random variable Y = T(X) : w € Q@ — T(X(w)) € Y, so that § is the distribution of Y. Drawing a
random sample y from Y is thus simply achieved by computing y = T'(x) where x is drawn from X.



2.3 Monge’s Formulation

Monge problem. Monge problem (1) is extended to the setting of two arbitrary probability measures
(a, B) on two spaces (X,)) as finding a map T : X — ) that minimizes

inf { /X o, T(2))da(z) ; Tya = 5}. (6)

T

The constraint Ty = § means that 7" pushes forward the mass of o to 3, and makes use of the push-forward
operator (3).

For empirical measure with same number n = m of points, one retrieves the optimal matching problem.
Indeed, this corresponds to the setting of empirical measures a = >, 9,, and f = Y . 6d,,. In this case,
Ty = B necessarily implies that o is one-to-one, T": z; = T, (;), so that

/X c(z, T(x))da(z) = Zc(mi,mg(i)).

In general, an optimal map T solving (6) might fail to exist. In fact, the constraint set Tyow = 3, which
is the case for instance if @ = 0, and [ is not a single Dirac. Even if the constraint set is not empty the
infimum might not be reached, the most celebrated example being the case of a being distributed uniformly
on a single segment and [ being distributed on two segments on the two sides.

Monge distance. In the special case ¢(x,y) = dP(x,y) where d is a distance, we denote

~,P def. . def.

Wyla, B) = 11%1" {EQ(T) = /Xd(ac,T(x))pda(x) s Tya = 6} (7)
If the constraint set is empty, then we set Wz(oz, B) = +oo. The following proposition shows that quantity
defines a distance.

Proposition 1. W is a distance.

Proof. 1f va(a, B) = 0 then necessarily the optimal map is Id on the support of a and 8 = «. Let us prove
that Wg(a,ﬁ) < Wg(a,’y) + WZ(% B). If Wi(a, B) = 400, then either Wﬁ(a,’y) = +o00 or VV;(%B) = +o00,
because otherwise we consider two maps (5,7") such that Sya = v and Tyy = § and then (T o S)ya = 8 so
that VNVII;(oz, B) < E,(SoT) < 400. So necessarily Wz(a, B) < 400 and we can restrict our attention to the

cases where Wi(m v) < 400 and VVZ (7, B) < 400 because otherwise the inequality is trivial. For any € > 0,
we consider e-minimizer Sy = v and T}y = 3 such that

Eo(S)7 < Wy(a,7) +e and  E,(T)7 < Wy(v, ) +e.

Now we have that (7' o S)ja = ~, so that one has, using sub-optimality of this map and the triangular
inequality

Wyla) < [ e T(S@)Vda@)} < [ (e S(@) + d(S(@), T(S())dala).
The using Minkowski inequality
Wpl(a,7) < / d(z, S(z))Pda(z)7 + / d(S(x), T(S(x)))Pda(z)? < Wy(a, B) + Wp(B,7) + 2.

Letting € — 0 gives the result. O



2.4 Existence and Uniqueness of the Monge Map

Brenier’s theorem. The following celebrated theorem of [12] ensures that in R? for p = 2, if at least one
of the two inputs measures has a density, then Kantorovitch and Monge problems are equivalent.

Theorem 1 (Brenier). In the case X =Y = R% and c(z,y) = |v — y|?, if a has a density with respect to
the Lebesgue measure, then there exists a unique optimal Monge map T. This map is characterized by being
the unique gradient of a convex function T = Vi such that (Vy)ga = B.

Its proof requires to study the relaxed Kantorovitch problems and its dual, so we defer it to later
(Section 5.3).

Brenier’s theorem, stating that an optimal transport map must be the gradient of a convex function,
should be examined under the light that a convex function is a natural generalization of the notion of
increasing functions in dimension more than one. For instance, the gradient of a convex function is a
monotone gradient field in the sense

V(z,2') e REx R, (Vop(z) — Vo(a), = —2') > 0.

Note however that in dimension larger than 1, not all monotone fields are gradient of convex function. For
instance, a rotation is monotone but can never be an optimal transport because a gradient field Az defined
by a linear map A is necessarily obtained by a symmetric matrix A. Indeed, such a linear field must be
associated to a quadratic form o(z) = (Bx, x)/2 and hence A = Vi = (B + BT)/2. Optimal transport can
thus plays an important role to define quantile functions in arbitrary dimensions, which in turn is useful for
applications to quantile regression problems [15].

Note also that this theorem can be extended in many directions. The condition that o has a density can
be weakened to the condition that it does not give mass to “small sets” having Hausdorff dimension smaller
than d — 1 (e.g. hypersurfaces). One can also consider costs of the form c(z,y) = h(x — y) where h is a
strictly convex smooth function, for for instance c(z,y) = |x — y|P with 1 < p < +oc.

Note that Brenier’s theorem provides existence and uniqueness, but in general, the map 7T can be very
irregular. Indeed, ¢ is in general non-smooth, but it is in fact convex and Lipschitz, so that V¢ is actually
well defined a-almost everywhere. Ensuring T’ to be smooth actually requires the target 5 to be regular,
and more precisely its support must be convex.

If a does not have a density, then T" might fail to exists and it should be replaced by a set-valued function
included in d¢ which is now the sub-differential of a convex function, which might have singularity on a
non-zero measure set. This means that T' can “split” the mass by mapping to several locations T'(z) C .
Actually, the condition that T'(z) C d¢(z) and Tya = 3 implies that the multi-map T defines a solution of
Kantorovitch problem that will be studied later.

Monge-Ampére equation. For measures with densities, using (5), one obtains that ¢ is the unique (up
to the addition of a constant) convex function which solves the following Monge-AmpA “re-type equation

det(9%p(x))ps(Vep(x)) = pa() (8)

where 02p(x) € R¥*? is the hessian of . The convexity constraint forces det(0%¢(z)) > 0 and is necessary
for this equation to have a solution and be well-posed. The Monge-Ampere operator det(9%p(x)) can be
understood as a non-linear degenerate Laplacian. In the limit of small displacements, one can consider
o(z) = |x|?/2 + et so that Vo = Id + eV, one indeed recovers the Laplacian A as a linearization since for
smooth maps

det(Pp(x)) = 1+ eAgp(x) + ofe),

where we used the fact that det(Id + eA4) =1+ etr(A) + o(e).



OT in 1-D. For a measure « on R, we introduce the cumulative function
Wz ER, Culx) / da, )

which is a function C, : R — [0, 1]. Its pseudo-inverse C;! : [0,1] — RU {—o0}
Vre[0,1], C;'(r)=min {x € RU{-o0}; Col(x) =7}.

That function is also called the quantile function of . The following proposition shows that these defines
push-forward toward the uniform distribution & on [0, 1].

Proposition 2. One has (Ca)u*ll/l = «, where U is the uniform distribution in [0,1]. If a has a density,
then (Co)yae =U.

Proof. For simplicity, we assume « has a strictly positive density, so that C, is a strictly increasing continuous
function. Denoting v (C’a)ﬂ* 11 we aim at proving v = «, which is equivalent to C, = Cy. One has

€@ = [ = [ ad€) = [ € @ = [ e, w2z = Ca)

— 00

where we use the fact that

If o has a density, this shows that the map
T=Cz'oCa (10)

satisfies Ty = 3.

For the cost c¢(z,y) = |z = y|?, since this T is increasing (hence the gradient of a convex function since
we are in 1-D), by Brenier’s theorem, T is the solution to Monge problem (at least if we impose that a has
a density, otherwise it might lead to a solution of Kantorovitch problem by properly defining the pseudo-
inverse). This closed form formula is also optimal for any cost of the form h(|z — y|) for increasing h. For
discrete measures, one cannot apply directly this reasoning (because a does not have a density), but if the
measure are uniform on the same number of Dirac masses, then this approach is actually equivalent to the
sorting formula.

Plugging this optimal map into the definition of the “Wasserstein” distance (we will see later that this
quantity defines a distance), so that for any p > 1, one has

1
Wyl B = [ Jo =5 Caleldate) = [ 16:10) =G 0P = 161 =G5 oy (1)

This formula is still valid for any measure (one can for instance approximate o by a measure with density).
This formula means that through the map a + C !, the Wasserstein distance is isometric to a linear space
equipped with the L? norm. For p = 2, the Wasserstein distance for measures on the real line is thus a
Hilbertian metric. This makes the geometry of 1-D optimal transport very simple, but also very different
from its geometry in higher dimensions, which is not Hilbertian.

For p = 1, one even has the simpler formula. Indeed, the previous formula is nothing more than the area
between the two graphs of the copula, which can thus be computed by exchanging the role of the two axis,
so that

Wi(a.B) = 1Ca = Gl = [ [Cafe) = Cowlda = [

xr
/ d(a — 5)‘ da. (12)
— 00
which shows that W is a norm (see §?7 for the generalization to arbitrary dimensions).

It is possible to define other type of norm which behave similarly (i.e. metrize the convergence in law), for
instance |[Co — Cg»(ry define respectively the Wasserstein, Cramer (i.e. Sobolev) and Kolmogorov-Smirnov
norms for p =1,2, co.



OT on 1-D Gaussians We first consider the case where a = N (mg,s2) and 3 = N (mg, s%) are two
Gaussians in R. Then one verifies that

S
T(x) = >z — ma) +my

satisfies Ty = 3, furthermore it is the the derivative of the convex function

S
p(r) = =2 (x —ma)? + mgz,
254

so that according to Brenier’s theorem, for the cost c(z — y) = (x — y)?, T is the unique optimal transport,
and the associated Monge distance is, after some computation

Wia.) = [ (% — 1) + 1 —m)Qda@c) = (0 — ) + (50— 55)°.

This formula still holds for Dirac masses, i.e. if s, = 0 or sg = 0. The OT geometry of Gaussians is thus
the Euclidean distance on the half plane (m,s) € R x Ry. This should be contrasted with the geometry of
KL, where singular Gaussians (for which s = 0) are infinitely distant.

OT on Gaussians If a = N (m,,X,) and 8 = N(mg, Xp) are two Gaussians in R?, we now look for an
affine map
T:x—mg+ Az —my,). (13)

This map is the gradient of the convex function ¢(z) = (mg, z) + (A(x — m,), r —m,)/2 if and only if A
is a symmetric positive matrix.

Proposition 3. One has Ty = 3 if and only if
A A =3p. (14)

Proof. Indeed, one simply has to notice that the change of variables formula (5) is satisfied since

N[

ps(T(x)) = det(275) 2 exp(—(T(x) — my, ;" (I(x) — my)))

exp(—(z — mg, ATEEIA(x —m,)))

=

= det(27r25)7

N

= det(2nX3) " 2 exp(—(z — my, T, (z — m,))),

and since T is a linear map we have that

1
det £5\ 2
)| — _
|det T'(x)| = det A = (detEa>

and we therefore recover p, = |detT”|pg meaning Ty = 5. O

Equation (14) is a quadratic equation on A. Using the square root of positive matrices, which is uniquely
defined, one has

1 1 1 1 11,
3¥3¥p3E = MIAY AT = (B2 AXE2)”,
so that this equation has a unique solution, given by
1,1 13 1
A=3,2 (zgzgzg) .2 = AT,

Using Brenier’s theorem [12], we conclude that T is optimal.



With additional calculations involving first and second order moments of p,, we obtain that the transport
cost of that map is

Wi, 8) = |ma — mg|? + B(Sa, =)’ (15)

where B is the so-called Bures’ metric [13] between positive definite matrices (see also [?, 24]),
B(Za,Tp)* 2 tr (Za + Ty — 2BY2ZTY)12), (16)

where 31/2 is the matrix square root. One can show that B is a distance on covariance matrices, and that
B? is convex with respect to both its arguments. In the case where X, = diag(r;); and X3 = diag(s;); are
diagonals, the Bures metric is the Hellinger distance

B(Za, ) = [V = Vs|a-

3 Kantorovitch Relaxation

3.1 Discrete Relaxation

Monge discrete matching problem is problematic because it cannot be applied when n # m. One needs
to take into account masses (a;, b;) to handle this more general situation. Monge continuous formulation (6)
using push-forward is also problematic because it can be the case that there is no transport map 7" such that
Tya = B, for instance when « is made of a single Dirac to be mapped to several Dirac. Associated to this,
it is not symmetric with respect to exchange of o and 5 (
PESISERSEREY). Also, these are non-convex optimization problem which are not simple to solve numerically.

The key idea of [32] is to relax the deterministic nature of transportation, namely the fact that a source
point x; can only be assigned to another, or transported to one and one location T'(x;) only. Kantorovich
proposes instead that the mass at any point z; be potentially dispatched across several locations. Kan-
torovich moves away from the idea that mass transportation should be “deterministic” to consider instead a
“probabilistic” (or “fuzzy”) transportation, which allows what is commonly known now as “mass splitting”
from a source towards several targets. This flexibility is encoded using, in place of a permutation o or a map
T, a coupling matrix P € R, where P; ; describes the amount of mass flowing from bin 7 (or point x;)
towards bin j (or point x;), z; towards y; in the formalism of discrete measures o = ), a;0,,, 5 = Zj b;dy,.
Admissible couplings are only constrained to satisfy the conservation of mass

U(a,b) & {P ERV™ . Pl, =a and P'1, = b} : (17)

where we used the following matrix-vector notation

Pl,= (> Pi;| €R" and PT1H:<ZPM> €R™.
j i j

g

The set of matrices U(a,b) is bounded, defined by n + m equality constraints, and therefore a convex
polytope (the convex hull of a finite set of matrices).
Additionally, whereas the Monge formulatio is intrinsically asymmetric, Kantorovich’s relaxed formula-
tion is always symmetric, in the sense that a coupling P is in U(a, b) if and only if P is in U(b,a).
Kantorovich’s optimal transport problem now reads

Le(a,b) < i C.P)= N "C,.P;.. 18
c(a,b) Pe@gyb)< ) ; P (18)

This is a linear program, and as is usually the case with such programs, its solutions are not necessarily
unique.

10



Linear programming algorithms The reference algorithms to solve (??) are network simplexes. There
exists instances of this method which scale like O(n3logn). Alternative include interior points, which are
usually inferior on this particular type of linear program.

Permutation Matrices as Couplings We restrict our attention to the special case n = m and a; = b; =
1 (up to a scaling by 1/n, these are thus probability measures). In this case one can solve Monge optimal
matching problem (1), and it is convenient to re-write it using permutation matrices. For a permutation
o € Perm(n), we write P, for the corresponding permutation matrix,

1 if j=o,

0 otherwise. (19)

V(g e BT, (o=
We denote the set of permutation matrices as
P, = {P, ; o0 € Perm(n)},

which is a discrete, hence non-convex, set. One has

n

(C,P,) =) Ci,,

i=1
so that (1) is equivalent to the non-convex optimization problem

min (C, P).
PcP,

In contrast, one has that U(a,b) = B, is equal to the convex set of bistochastic matrices
B, = {P € Rixn ; P, = PT]ln = ]ln}

so that Kantorovitch problem reads
min (C, P).
PcB,

The set of permutation matrices is strictly included in the set of bistochastic matrices, and more precisely
P, =B, N{0,1}"*".
This shows that one has the following obvious relation between the cost of Monge and Kantorovitch problem

min (C,P)< min (C, P,
We will now show that there is in fact an equality between these two costs, so that both problems are in
some sense equivalent.
For this, we will make a detour through more general linear optimization problem of the form r}{lircl (C, P)
€
for some compact convex set C. We firs introduce the notion of extremal point, which are intuitively the
vertices of C

Extr(C) {P; v(QRyec?p= 2 E :»Q—R}.

So to show that P ¢ Extr(C) is suffices to split P as P = % with Q # R and (Q, R) € C2. We will assume
the following fundamental result.

Proposition 4. If C is compact, then Extr(C) # 0.

11



Figure 1: Left: extremal points of a convex set. Right: the solution of a convex program is a convex set.

The fact that C is compact is crucial, for instance the set {(z,y) € R3 ; 2y > 1} has no extremal point.

We can now use this result to show the following fundamental result, namely that there is always a
solution to a linear program which is an extremal point. Note that of course the set of solution (which is
non-empty because one minimizes a continuous function on a compact) might not be a singleton.

Proposition 5. If C is compact, then

Extr(C) N (argmin (C, P>) # 0.

PeC

Proof. One consider § = argmin (C, P). We first note that S is convex (as always for an argmin) and

PeC
compact, because C is compact and the objective function is continuous, so that Extr(S) # (. We will show
that Extr(S) C Extr(C). [ToDo: finish] O

The following theorem states that the extremal points of bistochastic matrices are the permutation
matrices. It implies as a corollary that the cost of Monge and Kantorovitch are the same, and that they
share a common solution.

Theorem 2 (Birkhoff and von Neumann). One has Eztr(B,) = Pn.

Proof. We first show the simplest inclusion P,, C Extr(8,,). Indeed it follows from the fact that Extr([0,1]) =
{0,1}. Take P € P,, if P = (Q + R)/2 with Q;;,R;; € [0,1], since P;; € {0,1} then necessarily
Qi,j = Ri,j S {O, 1}.

Now we show Extr(B,) C P,, by showing that PS C Extr(B,,)¢ where the complementary are computed
inside the larger set B,. So picking P € B,,\P,, we need to split P = (@ + R)/2 where Q, R are distinct
bistochastic matrices. As shown on figure 2, P defines a partite graph linking two sets of n vertices. This
graph is composed of isolated edge when P; ; = 1 and connected edges corresponding to 0 < P; ; < 1. If ¢
is such a connected vertex on the left (similarly for j on the right), because ;P =1, there is necessarily
at least two edges (7, 71) and (7, jo) emating from it (similarely on the right there are at least two converging
edges (i1,7) and (i2,7)). This means that by following these connexions, one necessarily can extract a cycle
(if not, one could alway extend it by the previous remarks) of the form

(41, 41,02, 92, -+ » ps Jp), 1.6 dpy1 =1i1.

We assume this cycle is the shortest one among all this (finite) ensemble of cycle. Along this cycle, the
left-right and right-left edges satisfy
0<P;

P < 1.

S7jS7 j57i.e+1

The (is)s and (js)s are also all distincts because the cycle is the shortest. Lets pick

def. .
e'= min {P, ;,,P;,
0<s<p

1- Pisvjs’ 1- Pj57is+1}

Ts4+1)
so that 0 < € < 1. As shown on Figure 2, right, we split the graph in two set of edges, left-right and right-left

A = {(isajs)}]sg:l and B = {(jsais—‘rl)}g:l‘

12
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Figure 2: Left: the support of the coupling P defines a bipartite graph. Right: splitting of this graph in
two set of edges.

We define then two matrices as

P if (i,j) ¢ AUB, Pi; if (i,j) ¢ AUB,
Qi; =X Pij+e/2 if (i,j)eA,  and Ri; = Pj—¢/2 if (i,)) €A,
P,;—¢/2 if (i,5)€B, P,;+¢/2 if (i,5)€B,
Because of the choice of ¢, one has 0 < Q; 5, R;j; < 1. Because each left-right edge in A is associated to a
right-left edge in B, (and the other Way) the sum 1 constraint on the row (and on the column) is maintain, so
that U,V € B,,. Finally, note that P = (P + Q)/2. O

By putting together Proposition 5 and Theorem 2, one obtains that for the discrete optimal problem
with empirical measures, Monge and Kantoritch problems are equivalent.

Corollary 1 (Kantorovich for matching). If m =n and a = b = 1,,, then there exists an optimal solution
for Problem (??) P+, which is a permutation matriz associated to an optimal permutation o* € Perm(n)
for Problem (1).

The following proposition shows that these problems result in fact in the same optimum, namely that
one can always find a permutation matrix that minimizes Kantorovich’s problem (?7?) between two uniform
measures a = b = 1,,/n, which shows that the Kantorovich relaxation is tight when considered on assignment
problems.

3.2 Relaxation for Arbitrary Measures

Continuous couplings. The definition of £, in (18) is extended to arbitrary measures by considering
couplings 7 € Mﬁr(X x V) which are joint distributions over the product space. The marginal constraint
P1,, = a,P1,, = b must be replaced by “integrated” versions, which are written m; = o and m = 3, where
(m1,m2) € M(X) x M(Y) are the two marginals. They are defined as 7, = Pyym and my = Pay7 the two
marginals of 7, which are defined using push-forward by the projectors P;(z,y) =« and Pa(x,y) = y.

A heuristic way to understand the marginal constraint m; = « and w5 = 3, which mimics the discrete
case where one sums along the rows and columns is to write

/ydw(m,y) =da(x) and /X dr(z,y) = dB(y),

and the mathematically rigorous way to write this, which corresponds to the change of variables formula, is

v(f.9) € C(X) x C(I), /X | fa)in(e,) = /X fda and /X ity = /y gd8.

13



Using (4), these marginal constraints are also equivalent to imposing that 7(A x V) = a(A4) and (X x B) =
B(B) for sets AC X and B C ).

In the general case, the mass conservation constraint (17) should thus rewritten as a marginal constraint
on joint probability distributions

Ua,B) = {WGMi_(XX)J);m:a and '/TQZ/B}. (20)

The discrete case, when o = ). a;0,,, f = Zj a;0;,, the constraint 71 = a and 7 = 3 necessarily
imposes that 7 is discrete, supported on the set {(z;,y;)}i;, and thus has the form 7 = Zi,j P j0(z; )
The discrete formulation is thus a special case (and not some sort of approximation) of the continuous
formulation.

Continuous Kantorovitch problem. The Kantorovich problem (18) is then generalized as

Lo min [ e intey) 21)
T a, %

This is an infinite-dimensional linear program over a space of measures.

On compact domain (X,)), (21) always has a solution, because using the weak-* topology (so called
weak topology of measures), the set of measure is compact, and a linear function with a continuous ¢(z, y)
is weak-* continuous. And the set of constraint is non empty, taking @ ® 8. On non compact domain, one
needs to impose moment condition on « and S.

Probabilistic interpretation. If we denote X ~ « the fact that the law of a random vector X is the
probability distribution «, then the marginal constraint appearing in (21) is simply that 7 is the law of a
couple (X,Y") and that its coordinates X and Y have laws o and 3. The coupling 7 encodes the statistical
dependency between X and Y. For instance, 7 = a ® 8 means that X and Y are independent, and it
unlikely that such a coupling is optimal. Indeed as stated by Brenier’s theorem, optimal coupling for a
square FEuclidean loss on contrary describe totally dependent variable.

With this remark, problem (21) reads equivalently

Le(a,f) = min  E(c(X,Y)). (22)

Monge-Kantorovitch equivalence. The proof of Brenier theorem 1 (detailed in Section 5.3) to prove
the existence of a Monge map actually studies Kantorovitch relaxation, and proves that this relaxation is
tight in the sense that it has the same cost as Monge problem.

Indeed, if « has a density and we denote T' = Vi the unique optimal transport, then the coupling

r—(d,T)a ie VheCl(X x ), /X = /Xh(z,T(x))da(a:)

is optimal. In term of random vector, denoting (X,Y") a random vector with law =, it means that any
such optimal random vector satisfies Y = T(X) where X ~ « (and of course T(X) ~ [ by the marginal
constraint).

This key result is similar to Birkoff-von-Neumann Theorem 1 in the sense that it provides conditions en-
suring the equivalence between Monge and Kantorovitch problems (note however that Birkoff-von-Neumann
does not implies uniqueness). Note however that the settings are radically difference (one is fully discrete
while the other requires the sources to be “continuous”, i.e. to have a density).

14



3.3 Metric Properties

OT defines a distance. An important feature of OT is that it defines a distance between histograms
and probability measures as soon as the cost matrix satisfies certain suitable properties. Indeed, OT can be
understood as a canonical way to lift a ground distance between points to a distance between histogram or
measures.

Proposition 6. We suppose n = m, and that for somep > 1, C=D? = (Dﬁj)i,j € R"*™ where D € R}*"
is a distance on [n], i.e.

1. D € RY*" is symmetric;

2. Dy =0 if and only if ¢ = j;

3. (i,j, k) € [n]*, Dy < Dij + Dj .
Then

W,(a,b) = Lpr(a, b)l/P (23)
note that W,, depends on D) defines the p-Wasserstein distance on %, i.e. W, is symmetric, positive,
P P
Wy(a,b) =0 if and only if a =Db, and it satisfies the triangle inequality

Va,a',beX,, Wy(a,b)<W,(a,a’)+W,(a', b).

Proof. Symmetry and definiteness of the distance are easy to prove: since C = D? has a null diagonal,
W, (a,a) = 0, with corresponding optimal transport matrix P* = diag(a); by the positivity of all off-diagonal
elements of D, W, (a,b) > 0 whenever a # b (because in this case, an admissible coupling necessarily has
a non-zero element outside the diagonal); by symmetry of D”, W,(a,b) = 0 is itself a symmetric function.

To prove the triangle inequality of Wasserstein distances for arbitrary measures, [44, Theorem 7.3] uses
the gluing lemma, which stresses the existence of couplings with a prescribed structure. In the discrete
setting, the explicit constuction of this glued coupling is simple. Let a,b,c € X,,. Let P and Q be two
optimal solutions of the transport problems between a and b, and b and ¢ respectively. We define Bj = b;

if b; > 0 and set otherwise b; = 1 (or actually any other value). We then define
S = Pdiag(1/b)Q € R
We remark that S € U(a, ¢) because
S1, = Pdiag(1/b)QL, = P(b/b) = Plg,,p,m) = a

where we denoted 1g,ppp) the indicator of the support of b, and we use the fact that Plg,ppm) = P1=b
because necessarily P; ; = 0 for j ¢ Supp(b). Similarly one verifies that S™1,, = c.

15



The triangle inequality follows from

1/p
Wp(a,c)_< min (P, Dp>> < (S, DP)Y/P

PecU(a,c)
Q 1/p P, Q 1/p
= ZD Pk ) o > (Dij + D)’ %.jk
J ijk J
1/p 1/p
<(Topp) e (Tontp
ijk ijk
Q. 1/p 1/p
jk z
= ZD b, ZDngkZ ’
j
1/p 1/p
= [ 2_D4Py |+ | D DhQu
ij ik

= W,(a,b) + W,(b,b).

The first inequality is due to the suboptimality of S, the second is the usual triangle inequality for elements
in D, and the third comes from Minkowski’s inequality. [

Proposition 6 generalizes from histogram to arbitrary measures that need not be discrete.

Proposition 7. We assume X =), and that for some p > 1, ¢(x,y) = d(x,y)P where d is a distance on
X, i.e.
(i) d(z,y) = d(y, =) > 0;
(i) d(z,y) = 0 if and only if x = y;
(ii) ¥ (x,y,2) € X3,d(z, 2) < d(z,y) +d(y, 2).
Then
Wp(Oé, 6) = ‘Cdp (Ol, B)l/p (24)

(note that W), depends on d) defines the p-Wasserstein distance on X, i.e. W, is symmetric, positive,
Wy(a, 8) =0 if and only if o = 8, and it satisfies the triangle inequality
V(a,B,7) € ML(X)?, Wy(a,7) < Wyla, B) + Wy(B,7).

This distance W, defined though Kantorovitch problem (24) should be contrasted with the distance w
obtained using Monge’s problem (7). Kantorovitch distance is always finite, while Monge’s one might be
infinite if the constraint set {T"; Tya = B} is empty. In fact, one can show that as soon as this constraint
set is non-empty, and even if no optimal 7" exists, then one has W, = Wp, which is a non-trivial result.
Kantorovitch distance should thus be seen as a (convex) relaxation of Monge’s distance, which behave in a
much nicer way, as we will explore next (it is continuous with respect to the convergence in law topology.

Convergence in law topology. Let us first note that on a compact space, all W, distance defines the
same topology (although they are not equivalent, the notion of converging sequence is the same).

Proposition 8. On a compact space X, one has for p < q

Wp(i, B) < Wy(, B) < diam(X) T Wy(a, 8)

16



Proof. The left inequality follows from Jensen inequality, ¢( [ ¢(z,y)dn(z,y)) < [ ¢(c(z,y))dr(z,y), applied
to any probability distribution 7 and to the convex function ¢(r) = r9/? to c(z, ) = |z — y|?, so that one

gets
(/w—mwwxy) < [1e—yisanta.y)

The right inequality follows from
|z =y < diam (&)1 |z — y|”.

O

The Wasserstein distance W,, has many important properties, the most important one being that it is a
weak distance, i.e. it allows to compare singular distributions (for instance discrete ones) and to quantify
spatial shift between the supports of the distributions. This corresponds to the notion of weak* convergence.

Definition 2 (Weak* topology). (ak)k converges weakly* to o in M} (X) (denoted a, — «v) if and only if
for any continuous function f € C(X), [, fdo — [, fda.

In term of random vectors, if X,, ~ «a, and X ~ « (not necessarily defined on the same probability
space), the weak® convergence corresponds to the convergence in law of X,, toward X.

Definition 3 (Strong topology). The simplest distance on Radon measures is the total variation norm,
which is the dual norm of the L norm on C(X) and whose topology is often called the “strong” topology

o8y = s [ a0 =) = o - 41)

where | — B|(X) is the mass of the absolute value of the difference measure. When oo — 8 = pdzx has a
density, then |o — Blrv = [ |p(x)|de = |p|pr(az) s the L' norm associated to dz. When a — =Y, u;d.,
is discrete, then |a — Blry =3, lui| = |ula is the discrete £* norm.

In the special case of Diracs, having [ fdd,, = f(z,) — [ fdd, = f(x) for any continuous f is equivalent
to x,, — x. One can then contrast the strong topology with the Wasserstein distance, if x,, # =z,

10z, —dxlry =2 and W, (04, ,0,) = d(zp, ).

This shows that for the strong topology, Diracs never converge, while they do converge for the Wasserstein
distance. In fact it is a powerful property of the Wasserstein distance, which is regular with respect to the
weak™® topology, and metrizes it.

Proposition 9. If X is compact, o, — « if and only if W,(ou, ) — 0.

The proof of this proposition requires the use of duality, and is delayed to later, see Proposition 2. On
non-compact spaces, one needs also to impose the convergence of the moments up to order p. Note that there
exists alternative distances which also metrize weak convergence. The simplest one are Hilbertian kernel
norms, which are detailed in Section 6.3.

Applications and implications Applications for having a geometric distance : barycenters, shape reg-
istration loss functions, density fitting

4 Sinkhorn

4.1 Entropic Regularization for Discrete Measures

Relative entropy The Kullback-Leibler divergence is defined as

dot. P;
L(P|Q) ZP i.;log (Q > ~Pi;+Q,, (25)
i,
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with the convention 0log(0) = 0 and KL(P|Q) = +oo if there exists some (i,j) such that Q, ; = 0 but
P;; # 0. The special case KL(P|1) corresponds to minus the Shannon-Boltzmann entropy. The function
KL(-|Q) is strongly convex, because its hessian is 9?KL(P|Q) = diag(1/P; ;) and P; ; < 1.

KL is a particular instance (and actually the unique case) of both a ¢-divergence (as defined in Section ?7?)
and a Bregman divergence. This unique property is at the heart of the fact that this regularization leads to
elegant algorithms and a tractable mathematical analysis. One thus has KL(P|Q) > 0 and KL(P|Q) =0
if and only if P = Q.

Entropic Regularization for Discrete Measures. The idea of the entropic regularization of optimal
transport is to use KL as a regularizing function to obtain approximate solutions to the original transport
problem (?77?):

Li(a,b) Z®  min (P, C) 4+ cKL(Pla®b). (26)

PcU(a,b)

Here we used as a reference measure for the relative entropy a®b = (a;b;); ;. This choice of normalization,
specially in this discrete setting, has no importance for the selection of the optimal P since it only affects
the objective by a constant, indeed for P € U(a, b), one has

KL(Pla®b) = KL(P|a’ ® b') + KL(a’ @ b'la® b)

[ToDo: check this]. This choice of normalization is however important to deal with situation where the
support of a and b can change, and in particular when later we will deal with possibly continuous distribution.
It also affect the values of the cost LE(a, b) and this normalization will be instrumental to define a proper
Sinkhorn divergence.

Smoothing effect. Since the objective is a e-strongly convex function, problem 26 has a unique optimal
solution. As studied in Section ??, this smoothing, beyond providing uniqueness, actually leads to L (a, b)
being a smooth function of a,b and C. The effect of the entropy is to act as a barrier function for the
positivity constraint. As we will show next, this forces the solution P to be strictly positive on the support
of a® b.

One has the following convergence property.

Proposition 10 (Convergence with €). The unique solution P. of (26) converges to the optimal solution
with mazximal entropy within the set of all optimal solutions of the Kantorovich problem, namely

P. =¥ argmin {KL(Pla®b); P € U(a,b), (P, C) = Lc(a,b)} (27)
P

so that in particular
e—0

La(a,b) — Le(a, b).
One has
P. =% a®b. (28)

Proof. Case ¢ — 0. We consider a sequence (g¢)¢ such that £, — 0 and ¢y > 0. We denote Py the solution
of (26) for e = £4. Since U(a,b) is bounded, we can extract a sequence (that we do not relabel for sake
of simplicity) such that P, — P*. Since U(a,b) is closed, P* € U(a,b). We consider any P such that
(C, P) = Le(a,b). By optimality of P and P, for their respective optimization problems (for ¢ = 0 and
€ = €y), one has

0< (C, Py) — (C, P) < ey(KL(P,la®b) — KL(Pla®b)). (29)

Since H is continuous, taking the limit £ — +o00 in this expression shows that (C, P*) = (C, P) so that P* is
a feasible point of (27). Furthermore, dividing by ¢, in (29) and taking the limit shows that KL(Pla®b) <
KL(P*|a ® b), which shows that P* is a solution of (27). Since the solution P§ to this program is unique
by strict convexity of KL(-|a ® b), one has P* = P§, and the whole sequence is converging.
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Case ¢ — +00. Evaluating at a ® b the energy, one has
(C,P.) +eKL(P.|Ja®B) <(C,a®f)+ex0
and since (C, P.) > 0, this leads to

KL(P.Jo @ 8) <=7 (C, 0@ §) < 100

so that KL(P:|a ® 8) — 0 and thus P. - a ® f since KL is a valid divergence. O

4.2 General Formulation

One can consider arbitrary measures by replacing the discrete entropy by the relative entropy with respect
to the product measure da ® dB(z,y) = da(z)dS(y), and propose a regularized counterpart to (21) using

£ (e, B) elszl(inﬁ) /X y c(z,y)dn(z,y) + e KL(r|a ® B) (30)
b3 a, x

where the relative entropy is a generalization of the discrete Kullback-Leibler divergence (25)

o |

XxY

log (S (20))dne) + [ (delay) — dnla ) (31)

xxYy
and by convention KL(7|¢) = 400 if 7 does not have a density ‘(ji—g with respect to €. It is important to realize
that the reference measure a ® 8 chosen in (30) to define the entropic regularizing term KL(-|a® 8) plays no
specific role, only its support matters. This problem is often referred to as the “static Schrodinger problem”,
since 7 is intended to model the most likely coupling between particules of gaz which can be only observed
at two different times (it is the so-called lazy gaz model). The parameter ¢ controls the temperature of the
gaz, and particules do not move in deterministic straight line as in optimal transport for the Euclidean cost,
but rather according to a stochastic Brownian bridge.
Remark 3 (Probabilistic interpretation). If (X,Y’) ~ 7 have marginals X ~ a and Y ~ 3, then KL(7|a®g) =
Z(X,Y) is the mutual information of the couple, which is 0 if and only if X and Y are independent. The
entropic problem (30) is thus equivalent to
min E(c(X,Y)) +eZ(X,Y).

(X,Y),X~a,Y ~p

Using a large € thus enforces the optimal coupling to describe independent variables, while, according to

Brenier’s theorem, small € rather imposes a deterministic dependency between the couple according to a
Monge map.

4.3 Sinkhorn’s Algorithm

The following proposition shows that the solution of (26) has a specific form, which can be parameterized
using n + m variables. That parameterization is therefore essentially dual, in the sense that a coupling P in
U(a, b) has nm variables but n + m constraints.

Proposition 11. P is the unique solution to (26) if and only if there exists (u,v) € R} X R such that
V(’L“]) € [[n]] X [[TI’LH7 Pi»j = lliKi’jVj (32)

and P € U(a, B).
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Proof. Introducing two dual variables f € R™, g € R™ for each marginal constraint, the Lagrangian of (26)
reads
E(P,f,g) = (P, C) +cKL(Pla®@b) + (f, a— P1,,) + (g, b— PT1,).

Considering first order conditions (where we ignore the positivity constraint, which can be made rigorous by
showing the associated multiplier vanishes), we have

0E(P,f,g)

Pij _
9P Ci7j+slog( b})fzgjO.

i.j a;D;

f,+8;—C; ;
which results, for an optimal P coupling to the regularized problem, in the expression P; ; = a;bje S
which can be rewritten in the form provided in the proposition using non-negative vectors u = (aief"/ )i
and v = (b;e8i/%);. O

The factorization of the optimal solution exhibited in Equation (32) can be conveniently rewritten in
matrix form as P = diag(u)K diag(v). u, v must therefore satisfy the following non-linear equations which
correspond to the mass conservation constraints inherent to U(a, b),

diag(w)K diag(v)1,, =a, and diag(v)K' diag(u)l, = b, (33)

These two equations can be further simplified, since diag(v)1,, is v, and the multiplication of diag(u) times
Kv is
u® (Kv)=a and vo(K'u)=b (34)

where ® corresponds to entry-wise multiplication of vectors. That problem is known in the numerical analysis
community as the matrix scaling problem (see [35] and references therein). An intuitive way to try to solve
these equations is to solve them iteratively, by modifying first u so that it satisfies the left-hand side of
Equation (34) and then v to satisfy its right-hand side. These two updates define Sinkhorn’s algorithm

(641) def. @ (41) def. b
u Kv® and v KT+’ (35)
initialized with an arbitrary positive vector, for instance v(®) = 1,,. The division operator used above

between two vectors is to be understood entry-wise. Note that a different initialization will likely lead to a
different solution for u, v, since u, v are only defined up to a multiplicative constant (if u, v satisfy (33) then
so do Au,v/A for any A > 0). It turns out however that these iterations converge, as we detail next.

[ToDo: Say a few word about the general probleme of scaling a matrix to a bistochastic
one, and why this is non trivial for matrices with vanishing entries.]

A chief advantage, beside its simplicity, of Sinkhorn’s algorithm is that the only computationnaly expen-
sive step are matrix-vector multiplication by the Gibbs kernel, so that its complexity scales likes Knm where
K is the number of Sinkhorn iteration, which can be kept polynomially in 1/¢ if one is interested in reaching
an accuracy € on the (unregularized) transportation cost. Note however that in many situation, one is not
interested in reaching high accuracy, because targeted application success is often only remotely connected to
the ability to solve an optimal transport problem (but rather only being able to compare in a geometrically
faithful way distribution), so that K is usually quite small. This should be contrasted with interior point
methods, which also operate by introducing a barrier function of the form — 3. log(P; ;). These algorithm
have typically a complexity of the order O(n®log(l¢])) [ToDo: check].

The second crucial aspect of Sinkhorn is that matrix-vector multiplication streams extremely well on
GPU. Even better, if one is interested in computing many OT problem with a fixed cost matrix C, one can
replace many matrix-vector multiplication by matrix-matrix multiplication, so that the computation gain is
€normous.
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4.4 Convergence

Convergence finite dimension via alternating projections. One has
(P, C) 4+ cKL(Pla®b) = eKL(P|K) + cst,
so that the unique solution P, of (26) is a projection onto U(a, b) of the Gibbs kernel K

P. = Projij{ap(K) = argmin KL(PK). (36)
PcU(a,b)

Denoting
CL={P;Pl,,=a} and CZ= {P ; P11, = b}

the rows and columns constraints, one has U(a, b) = C:NCZ. One can use Bregman iterative projections [11]
PUHD L Projeit(P®) and P Projgt (PUHY). (37)

Since the sets C} and C? are affine, these iterations are known to converge to the solution of (36), see [11].
The two projector are simple to compute since they corresponds to scaling respectively the rows and the
columns b
a
Proj&i"(P) = diag ( 5— | P and Projis"(P) = Pdiag [ —— | .
jei”(P) g(Pﬂm) jez(P) e\ P L

These iterate are equivalent to Sinkhorn iterations (35) since defining
P29 < giag(u®)K diag(v?),
one has

PAHD < diag(u))K diag(v®)
and P22 giag(uV)K diag(vcH)

In practice however one should prefer using (35) which only requires manipulating scaling vectors and
multiplication against a Gibbs kernel, which can often be accelerated (see below Remarks ?? and 77).

Such a convergence analysis using Bregman projection is however of limited interested because it only
works in finite dimension. For instance, the linear convergence speed one can obtain with these analyses
(because the objective is strongly convex) will degrade with the dimension (and of course also with ). It
is also possible to decay e during the iterates to improve the speed and rely on multiscale strategies in low
dimension.

Convergence for the Hilbert metric As initially explained by [26], the global convergence analysis of
Sinkhorn is greatly simplified using Hilbert projective metric on R , (positive vectors), defined as

V(u ) € (R},)?  du(u,u) = |log(u) —log(v)|v

where the variation semi-norm is
|z]v = max(z) — min(z).

One can show that dy is a distance on the projective cone Ri*/ ~, where u ~ u’ means that 3s > 0,u = su’
(the vector are equal up to rescaling, hence the naming “projective”), and that (R’ ,/ ~,dy) is then a
complete metric space. It was introduced independently by [8] and [39] to provide a quantitative proof of
Perron-Frobenius theorem (convergence of iterations of positive matrices). Sinkhorn should be thought as a
non-linear generalization of Perron-Frobenius.
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Theorem 3. Let K € R(™, then for (v,v') € (RT,)?

dy (Kv, Kv') < A(K)dy (v, V") where ot "(K)I;f_le/_ ,
n(K) = max gk

A(K) VAL et

The following theorem, proved by [26], makes use of this Theorem 3 to show the linear convergence of
Sinkhorn’s iterations.

Theorem 4. One has (u¥),v(D) = (u*,v*) and
dy(u® u*) = ONK)?),  dyu(v?,v*) = O(MK)?). (38)

One also has

dy(P1,,,a) dy (P 1, b)

@ g\ < (0 y*y g ZH\Z "o )
d?-t(u »u ) X 1 —)\(K) and d?—[(v vV ) X 1 —)\(K) ) (39)
where we denoted P9 2 diag(u®)K diag(v(®)). Lastly, one has
1og(P) —log(P*)[ee < d(u'),u*) + dp (v, v) (40)

where P* is the unique solution of (26).

Proof. One notice that for any (v,v’) € (RT,)?, one has
d?—l(vv V/) = d’H(V/V/v ]lm) = d?—[(]lm/vv ]lm/vl)'

This shows that

a a

(a0 w) = d (e e

) = dyy (KvO, Kv*) < NK)dg (v, v*).
where we used Theorem 3. This shows (38). One also has, using the triangular inequality

alH(u(Z)7 u*) < dH(u(Hl), u(z)) + dq.t(u(“l),u*) <dy ( u(e)> + /\(K)dﬂ(u(e),u*)

a
Kv(®’
= dy (a,u) © (Kv®) ) + AK)dn (), u7),
which gives the first part of (39) since u® ® (Kv(®) = P11, (the second one being similar). The proof
of (40) follows from [26, Lemma 3] O

The bound (39) shows that some error measures on the marginal constraints violation, for instance

[P, —al|; and ||P(Z)T]ln — b||1, are useful stopping criteria to monitor the convergence. This theorem
shows that Sinkhorn algorithm converges linearly, but the rates becomes exponentially bad as € — 0, since it
scales like e~1/¢. In practice, one eventually observes a linear rate after enough iteration, because the local
linear rate is much better, usually of the order 1 — .

5 Dual Problem

5.1 Discrete dual

The Kantorovich problem (??) is a linear program, so that one can equivalently compute its value by
solving a dual linear program.
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Proposition 12. One has
Lec(a,b) =  max f a , b 41
C( ) (f,g)eR(a,b) < > <g > ( )

where the set of admissible potentials is
R(a,b) = {(f,g) €R" x R™; ¥ (i,j) € [n] x [m].f& g < C} (42)

Proof. For the sake of completeness, let us derive this dual problem with the use of Lagrangian duality. The
Lagangian associate to (??) reads

i C,P - P1,,, b-P'1,, g). 43
B ¢ e (G P) (@ = Pl £) ¢ 8) (13)

For linear program, if the primal set of constraint is non-empty, one can always exchange the min and the
max and get the same value of the linear program, and one thus consider

: - T
) (0% (o 8) iy (O = fl = g, P

pin@p)={ 1 320

We conclude by remarking that

P>0 —oo otherwise

so that the constraint reads C — f1,) —1,g" =C - f@ g > 0. O

The primal-dual optimality relation for the Lagrangian (43) allows to locate the support of the optimal
transport plan
Supp(P) C {(i,4) € [n] x [m] ; fi +g; = Ci;} - (44)

The formulation (70) shows that (a,b) — Lg(a,b) is a convex function (as a supremum of linear
functions). From the primal problem (?7?), one also sees that C — Lg(a, b) is concave.
5.2 General formulation

To extend this primal-dual construction to arbitrary measures, it is important to realize that measures
are naturally paired in duality with continuous functions, using the pairing (f, a = f fda.

Proposition 13. One has

Lo f)= max / f(z)da(a / o(0)dB(), (45)

(f,9)ER(c)

where the set of admissible dual potentials is

R(e) = {(f,9) € C(X) x C(¥) 5 V(z,y), f(x) + gy) < c(z,9)} - (46)
Here, (f,g) is a pair of continuous functions, and are often called “Kantorovich potentials”.

The discrete case (70) corresponds to the dual vectors being samples of the continuous potentials, i.e.
(fi,g;) = (f(%:),9(y;)). The primal-dual optimality conditions allow to track the support of optimal plan,
and (44) is generalized as

Supp(m) C {(z,y) € X x V5 f(z) +g(y) = c(x,y)} . (47)

Note that in contrast to the primal problem (21), showing the existence of solutions to (45) is non-
trivial, because the constraint set R(c) is not compact and the function to minimize non-coercive. Using the
machinery of c-transform detailed in Section ??7, one can however show that optimal (f,g) are necessarily
Lipschitz regular, which enable to replace the constraint by a compact one.
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5.3 c-transforms

Definition. Keeping a dual potential g fixed, one can try to minimize in closed form the dual problem (45),
which leads to consider

. {055 ¢ @m.at) < o) - )}

gec(y

The constraint can be replaced by
Vyel, gly) <[f(y)

where we define the c-transform as

d

Yy ey, [y)= inf c(z,y) - f(2). (48)

Since 3 is positive, the maximization of [ gdf is thus achieved at those functions such that g = f¢ on the
support of 3, which means §-almost everywhere.
Similarly, we defined the ¢-transform, which a transform for the symetrized cost &(y, z) = c(z,y), i.e.

VeeX, ¢°(x)= inf c(z,y) —g(y),
yey

and one checks that any function f such that f = ¢g° a-almost everywhere is solution to the dual problem
for a fixed g.

The map (f,g) € C(X) x C(Y) + (¢° f¢) € C(X) x C(Y) replaces dual potentials by “better” ones
(improving the dual objective £). Functions that can be written in the form f¢ and g© are called c-concave
and ¢-concave functions.

Note that these partial minimizations define maximizers on the support of respectively a and S, while
the definitions (48) actually define functions on the whole spaces X and ). This is thus a way to extend in
a canonical way solutions of (45) on the whole spaces.

Furthermore, if ¢ is Lipschitz, then f¢ and g¢ are also Lipschitz functions, as we now show. This property
is crucial to show existence of solution to the dual problem. Indeed, since one can impose this Lipschitz on
the dual problems, the constraint set is compact via Ascoli theorem.

Proposition 14. If ¢ is L-Lipschitz with respect to the second variable, then f¢ is L-Lipschitz.

Proof. We apply to F,, = c(z,-) — f(x) the fact that if all the F, are L-Lipschitz, then the Lipschitz constant
of F'=min, F, is L. Indeed, using the fact that | inf(A) — inf(B)| < sup |A — B| for two function A and B,
then

[F(y) = F(y")| = |inf(Fx(y)) — inf (F(y))] < sup |Fo(y) — Fo(y')] < sup Ld(y,y') = Ld(y,y').
O

Euclidean case. The special case c(z,y) = —(z, y) in X = ¥ = R? is of utmost importance because it
allows one to study the W5 problem, since for any 7 € U(a, )

[ o= sPdnag) = st =2 [ (o antey) where est= [ foPdae) + [ IoPas).
For this special choice of cost, one has f¢ = —(—f)* where h* is the Fenchel-Legendre transform
h*(y) = sup (z, y) — h(y).

One has that h* is always convex, so that f€¢ is always concave. For a general cost, one thus denotes functions
of the form f¢ as being c-concave.
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The failure of alternate optimization. A crucial property of the Legendre transform is that f*** = f*,
and that f** is the convex enveloppe of f (the largest convex function bellow f). These properties carries
over for the more general setting of c-transforms.

Proposition 15. The following identities, in which the inequality sign between vectors should be understood
elementwise, hold, denoting f°° = (f°)°:

(i) f<f=f=f°
(ii) [ > |,
(iii) 4 > g,
(iv) f=° = f°.

Proof. The first inequality (i) follows from the definition of c-transforms. To prove (ii), expanding the
definition of f¢¢ we have

(f°) (2) = min e, y) — f(y) = mine(z,y) - min(c(a’, y) — f(2")).

Now, since —min, ¢(z’,y) — f(z') = —(e(x,y) — f(x)), we recover

(/%) (@) > mine(z,y) — c(z,y) + f(2) = f(2).

The relation ¢g° > g is obtained in the same way. Now, to prove (iv), we first apply (ii) and then (i) with
/= f¢€ to have f¢ > f€. Then we apply (iii) to g = f¢ to obtain f¢ < f. O

This invariance property shows that one can “improve” only once the dual potential this way. Indeed,
starting from any pair (f,g), one obtains the following iterates by alternating maximization

(fs9) = (F, 1) = (F 1) = (£, ) = (P4 F9) - (49)

so that one reaches a stationary point. This failure is the classical behavior of alternating maximization
on a non-smooth problem, where the non-smooth part of the functional (here the constraint) mixes the
two variables. The workaround is to introduce a smoothing, which is the classical method of augmented
Lagrangian, and that we will develop here using entropic regularization, and corresponds to Sinkhorn’s
algorithm.

6 Semi-discrete and W,

6.1 Semi-discrete

A case of particular interest is when 5 =3 y b;d,, is discrete (of course the same construction applies if
« is discrete by exchanging the role of «, ). One can adapt the definition of the ¢ transform (48) to this
setting by restricting the minimization to the support (y;); of 5,

VgER™, Vre X, g(z)= ‘m[[in]] c(z,y;) — ;- (50)
JE|m

This transform maps a vector g to a continuous function g€ € C(X). Note that this definition coincides
with (48) when imposing that the space X is equal to the support of S.

Crucially, using the discrete ¢-transform, when § is a discrete measure, yields a finite-dimensional opti-
mization,

geR™

Lol ) = max £2)* [ g(a)dae) + Ygb. (51)
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The Laguerre cells associated to the dual weights g

Li(g) = {xeX;Vj #jclzy)—g <clzy)—g}

induce a disjoint decomposition of X = |J n (g). When g is constant, the Laguerre cells decomposition
corresponds to the Voronoi diagram partition of the space.
This allows one to conveniently rewrite the minimized energy as

m

£@) =Y [ (o) ~5) da@) + (g b) (52)

j=1
The following proposition provides a formula for the gradient of this convex function.

Proposition 16. If o has a density with respect to Lebesque measure and if ¢ is smooth away from the
diagonal, then & is differentiable and

vje [ml], vg(g)j:bj_/ da.
L;(g)

Proof. One has

E(g+ed;)—E(g) —¢ <bj - /l_,-(g) da) = ?/Lk(gﬁ&j) c(x, zg)da(z) — /Lk(g) c(x, xg)da(z).

Most of the terms in the right hand side vanish (because most the Laguerre cells associated to g+¢d; are equal
to those of g) and the only terms remaining correspond to neighboring cells (4, k) such that L;(g) Lk (g) # 0
(for the cost |z — y|? and g = 0 this forms the Delaunay triangulation). On these pairs, the right integral
differs on a volume of the order of € (since « has a density) and the function being integrated only varies on
the order of € (since the cost is smooth). So the right hand side is of the order of £2. O

The first order optimality condition shows that in order to solve the dual semi discrete problem, one
needs to select the weights g in order to drive the Laguerre cell in a configuration such that ij(g) da = b,
i.e. each cell should capture the correct amount of mass. In this case, the optimal transport 7' such that
Ty = 3 (which exists and is unique according to Brenier’s theorem if o has a density) is piecewise constant
and map z € L;(g) to y;.

In the special case c(z,y) = |z — y|?, the decomposition in Laguerre cells is also known as a “power
diagram”. In this case, the cells are polyhedral and can be computed efficiently using computational geometry
algorithms; see [3]. The most widely used algorithm relies on the fact that the power diagram of points in
R? is equal to the projection on R? of the convex hull of the set of points ((y;, |y;]* —g;))j=, € R*™. There
are numerous algorithms to compute convex hulls; for instance, that of [18] in two and three dimensions has
complexity O(mlog(Q)), where @ is the number of vertices of the convex hull.

Stochastic optimization. The semidiscrete formulation (52) is also appealing because the energies to be
minimized are written as an expectation with respect to the probability distribution «,

5®=AE@mmm:aw@X»wmeE®m§§w—®m,

and X denotes a random vector distributed on X according to «. Note that the gradient of each of the
involved functional reads
ng(xvg) = (]ll-j(g)(‘r) - bj)T:l eR™

where 1 (g is the indicator function of the Laguerre cell. One can thus use stochastic optimization methods
to perform the maximization, as proposed in [27]. This allows us to obtain provably convergent algorithms
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without the need to resort to an arbitrary discretization of « (either approximating « using sums of Diracs
or using quadrature formula for the integrals). The measure « is used as a black box from which one can
draw independent samples, which is a natural computational setup for many high-dimensional applications
in statistics and machine learning.

Initializing g(® = 0,,, the stochastic gradient descent algorithm (SGD; used here as a maximization
method) draws at step ¢ a point z, € X according to distribution « (independently from all past and future
samples (z¢),) to form the update

g(€+1) def. g(f) + TngE(g(@, z0). (53)

The step size 7, should decay fast enough to zero in order to ensure that the “noise” created by using
VeE(x4,8) as a proxy for the true gradient VE(g) is canceled in the limit. A typical choice of schedule is

def. To

= 1/t (54

where £ indicates roughly the number of iterations serving as a warmup phase. One can prove the conver-
gence result

VI

where g* is a solution of (??) and where E indicates an expectation with respect to the ii.d. sampling of
(z¢)¢ performed at each iteration.

£(g") — E(€(g")) = 0 (1) |

Optimal quantization. The optimal quantization problem of some measure a corresponds to the resolu-
tion of

Y=(y;)7 (b)),

OQm(a) = min W, (v, ijéyj).
J

This problem is at the heart of the computation of efficient vector quantizer in information theory and
compression, and is also the basic problem to solve for clustering in unsupervised learning. The asymptotic
behavior of Q,, is of fundamental importance, and its precise behavior is in general unknown. For a measure
with a density in Euclidean space, it scales like O(1/n'/%), so that quantization generally suffers from the
curse of dimensionality.

This optimal quantization problem is convex with respect to b, but is unfortunately non-convex with
respect to Y = (y;);. Its resolution is in general NP-hard. The only setting where this problem is simple
is the 1-D case, in which case the optimal sampling is simply y; = C;'(j/m). [ToDo: see where this is
proved]

Solving explicitly for the minimization over b in the formula (51) (exchanging the role of the min and the
max) shows that necessarily, at optimality, one has g = 0, so that the optimal transport maps the Voronoi
cells L;j(g = 0), which we denote V;(Y") to highlight the dependency on the quantization points Y = (y;);

Vi(Y) =A{a; Vi’ elw,y;) < e, y5)} -

This also shows that the quantization energy can be rewritten in a more intuitive way, which accounts for
the average quantization error induced by replacing a point x by its nearest centroid

Om(a) = Ir;in FY)= min ¢z, y;)da(x).

x ISgsm

At any local minimizer (at least if « has a density so that this function is differentiable) of this energy over
Y, one sees that each y; should be a centroid of its associated Voronoi region,

y; € argmin / c(z, y)da(x).
Y V5 (Y)
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For instance, when ¢(x,y) = |z—y|?, one sees that any local minimizer should satisfy the fixed point equation

- fvj(y) zda(x)
T e da

The celebrated k-means algorithm, also known as Lloyd algorithm, iteratively apply this fixed point. It is
not guaranteed to converge (it could in theory cycle) but in practice it always converge to a local minimum.
A practical issue to obtain a good local minimizer is to seed a good initial configuration. The intuitive way
to achieve this is to spread them as much as possible, and a well known algorithm to do so is the k-means+-+
methods, which achieve without even any iteration a quantization cost which is of the order of log(m)Q,, ().

6.2 W,

c-transform for W;. Here we assume that d is a distance on X = ), and we solve the OT problem with
the ground cost ¢(z,y) = d(x,y). The following proposition highlights key properties of the c-transform (48)
in this setup. In the following, we denote the Lipschitz constant of a function f € C(X) as

|f(z) = fy)l
d(z,y)

Proposition 17. Suppose X =Y and c(x,y) = d(z,y). Then, there exists g such that f = g° if and only
Lip(f) < 1. Furthermore, if Lip(f) < 1, then f¢= —f.

Lip(f) = sup{ ; (x,y)GXQ,w#y}-

Proof. First, suppose f = g¢ for some g. Then, for z,y € X,

|[f(z) = f(y)| = | inf d(z,2) —g(z) — inf d(y,2) - g(=)
< sup ld(z, 2) — d(y, 2)| < d(=,y).

The first equality follows from the definition of ¢g¢, the next inequality from the identity |inf f — inf g| <
sup |f — g|, and the last from the triangle inequality. This shows that Lip(f) < 1.
If f is 1-Lipschitz, for all z,y € X, f(y) — d(z,y) < f(z) < f(y) + d(x,y), which shows that

f(y) = inf [d(z,y) — f(x)] = inf [d(z,y) - f(y) - d(z,9)] = = f(y),

reX reX

and thus f¢ = —f.
Applying this property to — f which is also 1-Lipschitz shows that (—f)¢ = f so that f is indeed c-concave
(i.e. it is the c-transform of a function). O

Using the iterative c-transform scheme (49), one can replace the dual variable (f,g) by (f¢, f¢) =
(=f¢, f°), or equivalently by any pair (f, —f) where f is 1-Lipschitz. This leads to the following alternative
expression for the VW, distance

Witad) =g { [ faa =) Liptn) < 1. (53)

This expression shows that W; is actually a norm, i.e. Wi («, 8) = |a — B|w,, and that it is still valid for
any measures (not necessary positive) as long as | y = / + B. This norm is often called the Kantorovich-
Rubinstein norm [33].
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For discrete measures of the form (2), writing o — f = >, myd,, with 2z, € X and ), m; = 0, the
optimization (55) can be rewritten as

Wi(a, B) = max {Z frmy ; V (K, 0), [fi — fo] < (Zk,ZZ)a} (56)

(fr )k

which is a finite-dimensional convex program with quadratic-cone constraints. It can be solved using interior
point methods or, as we detail next for a similar problem, using proximal methods.

When using d(z,y) = |z — y| with X = R, we can reduce the number of constraints by ordering the z;’s
via z1 < 22 < .... In this case, we only have to solve

Wi(a, f) = {?&;X { E fimy 5 VE, [fop — fi] < zig1 — Zk},
k)k
%

which is a linear program. Note that furthermore, in this 1-D case, a closed form expression for Wi using
cumulative functions is given in (12).

W, on Euclidean spaces In the special case of Euclidean spaces X = ) = R, using c(z,y) = |z — y|,
the global Lipschitz constraint appearing in (55) can be made local as a uniform bound on the gradient of

/,
Wila, 8) = sup { [ ftda—a8); 1971 < 1}. (57)
f Rd

Here the constraint |V f|~ < 1 signifies that the norm of the gradient of f at any point = is upper bounded
by 1, |[Vf(x)|2 <1 for any =.
Considering the dual problem to (57), denoting & ' o — B, and using that

U fgast (1) = max (u, v) — [v]ra
one has a maximization on flow vector fields s : R — R¢

Wi(o. ) = s _ i / fdé - / (V (@), s(z))de + / J(2) Iradz

s(xz)ER?

Lt [l )ld + sup [ 1) - divsyas)

one obtains an optimization problem under fixed divergence constraint

Wita ) =int { [ [sto)lpde s div(s) =a - 5} (59

which is often called the Beckmann formulation [5]. Here the vectorial function s(z) € R? can be interpreted
as a flow field, describing locally the movement of mass. Outside the support of the two input measures,
div(s) = 0, which is the conservation of mass constraint. Once properly discretized using finite elements,
Problems (57) and (58) become a nonsmooth convex optimization problems.

The previous formulations (57) and (58) of W1 can be generalized to the setting where X is a Riemannian
manifold, i.e. ¢(z,y) = d(x,y) where d is the associated geodesic distance (and then for smooth manifolds,
the gradient and divergence should be understood as the differential operators on manifold). In a similar
way it can be extended on a graph (where the geodesic distance is the length of the shortest path), in this
case, the gradient and divergence are the corresponding finite difference operations operating along the edges
of the graph. In this setting, the corresponding linear program can be solved using a min-cost flow simplex
in complexity O(n?log(n)) for sparse graph (e.g. grids).
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6.3 Dual norms (Integral Probability Metrics)

Formulation (57) is a special case of a dual norm. A dual norm is a convenient way to design “weak”
norms that can deal with arbitrary measures. For a symmetric convex set B of measurable functions, one
defines

ol s { | f@tate); 1 B}. (59)

These dual norms are often called “integral probability metrics”; see [43].

Ezample 1 (Total variation). The total variation norm (Example 5) is a dual norm associated to the whole
space of continuous functions

B={feCX); |fle<1}.
The total variation distance is the only nontrivial divergence that is also a dual norm; see [42].

Ezample 2 (Wi norm). W as defined in (57), is a special case of dual norm (59), using

B ={f; Lip(f) <1}

the set of 1-Lipschitz functions.

Ezample 3 (Flat norm and Dudley metric). If the set B is bounded, then |- |5 is a norm on the whole space
M(X) of measures. This is not the case of Wy, which is only defined for a such that [, da =0 (otherwise
|a| 5 = +00). This can be alleviated by imposing a bound on the value of the potential f, in order to define
for instance the flat norm,

B={f; Lip(f) <1 and |fle <1}. (60)

It metrizes the weak convergence on the whole space M(X). Formula (56) is extended to compute the flat
norm by adding the constraint |f;| < 1. The flat norm is sometimes called the “Kantorovich-Rubinstein”
norm [30] and has been used as a fidelity term for inverse problems in imaging [34]. The flat norm is similar
to the Dudley metric, which uses

B={f; Ve +flec <1}.

The following proposition shows that to metrize the weak convergence, the dual ball B should not be too
large (because otherwise one obtain a strong norm), namely one needs C(X) C Span(B).

Proposition 18. (i) If C(X) C Span(B) (i.e. if the span of B is dense in continuous functions for the
sup-norm | - |0 ), then |ar — al|p — 0 implies o — a.
(ii) If B C C(X) is compact for | - | then ap — a implies |ay, — afp — 0.

Proof. (i) If |ar, — o g — 0, then by duality, for any f € B, since (f, ax — @) < |o, — o p then (f, ai) —
(f, ). By linearity, this property extends to Span(B). By density, this extends to Span(B), indeed |{f, ax)—
(f's )l < 1f = f'loo-

(ii) We assume aj — « and we consider a sub-sequence a,, such that
|on,, — a|p — limsup o, — a|
k
Since B is compact, the maximum appearing in the definition of |, — | p is reached, so that there exists
some 1-Lipschitz function f,, so that (an, — @, fn,) = |@n, — a|p. Once again, by Ascoli-Arzela theorem,

we can extract from (fp, )r a (not relabelled for simplicity) subsequence converging to some f € B. One has
lon, — alg = (an, — a, fn,), and this quantity converges to 0 because one can decompose it as

<a'ﬂk -G, fnk>:<ank -G, f>+<ank7 f’nk —f>—<Oé, fnk _f>

and these three terms goes to zero because ay,, —a — 0 (first term) and | f,,, — floo — 0 (two others, recall
that |<ankafnk_f>|<||f’ﬂk_f”00) 0

30



Corollary 2. On a compact space, the Wasserstein-p distance metrizes the weak convergence.

Proof. Denoting B = {f ; Lip(f) < 1}.

For (i), one has that then Span(B) is the space of Lipschitz functions. The adherence of Lipschitz
functions for || - | is the space of continuous functions. For (ii), for probability distributions, without loss
of generality, functions f in B can be taken up to an additive constant, so that we can impose f(zg) = 0 for
some fixed 2y € X, and since X" is compact, | f|oo < diam(X) so that we can consider in placed of B another
ball of equicontinuous bounded functions. By Ascoli-Arzela theorem, it is hence compact. Proposition 8
shows that W, has the same topology as W; so that it is also the topology of convergence in law. O

Dual RKHS Norms and Maximum Mean Discrepancies. It is also possible to define “Euclidean”
norms (built using quadratic functionals) on measures using the machinery of kernel methods and more
specifically reproducing kernel Hilbert spaces (RKHS; see [40] for a survey of their applications in data
sciences), of which we recall first some basic definitions.

Definition 4. A symmetric function k defined on X x X is said to be positive definite if for any n > 0,

for any family x4, ... ,x, € Z the matriz (k(z;,x;));; is positive (i.e. has positive eigenvalues), i.e. for all
reR"
n
Z ’I“iTj]{)(Z‘i,Z‘j) = 07 (61)
ij=1

The kernel is said to be conditionally positive if positivity only holds in (61) for zero mean vectors r (i.e.
such that (r, 1,,) =0).

_le—yi? o . .
One of the most popular kernels is the Gaussian one k(z,y) = e 27 , which is a positive universal

kernel on X = R?. Another type of kernels are energy distances, which are more global (scale free) and are
studied in Section 7.2.
If k£ is conditionally positive, one defines the following norm for £ = o — 8 being a signed measure

Jeg2 /X K p)g()dE(y). (62)

These norms are often referred to as “maximum mean discrepancy” (MMD) (see [29]) and have also been
called “kernel norms” in shape analysis [28]. This expression (62) can be rephrased, introducing two inde-
pendent random vectors (X, X’) on X distributed with law «, as

ladi = Ex.xr (k(X, X))
One can show that |- |? is the dual norm in the sense of (59) associated to the unit ball B of the RKHS

associated to k. We refer to [7, 31, 40] for more details on RKHS functional spaces.

Remark 4 (Universal kernels). According to Proposition 18, the MMD norm | - | metrizes the weak con-
vergence if the span of the dual ball B is dense in the space of continuous functions C(&X'). This means that
finite sums of the form Y, a;k(x;,-) (for arbitrary choice of n and points (z;);) are dense in C(X) for the
uniform norm | - . For translation-invariant kernels over X = R%, k(x,y) = ko(x — ), this is equivalent to
having a nonvanishing Fourier transform, ko(w) > 0.

In the special case where « is a discrete measure of the form (??), one thus has the simple expression

n n
lef? = Z Z aapk; = (ka, a) where kiy = k(x;,xq).

i=14¢=1

In particular, when oo = > | a;8,, and 8 = I b;d,, are supported on the same set of points, |a — (]2 =
(k(a — b), a — b), so that | - | is a Euclidean norm (proper if k is positive definite, degenerate otherwise
if k is semidefinite) on the simplex ¥,,. To compute the discrepancy between two discrete measures of the
form (??), one can use

la = BI7 =D asawk(zs, w) + > bibyk(y;,y;) —2 Y abk(wi,y;). (63)

53" 2
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6.4 p-divergences

We now consider a radically different class of methods to compare distributions, which are simpler to
compute (O(n) for discrete distributions) but never metrize the weak* convergence. Note that yet another
way is possible, using Bregman divergence, which might metrize the weak* convergence in the case where
the associated entropy function is weak™ regular.

Definition 5 (Entropy function). A function ¢ : R — R U {oco} is an entropy function if it is lower
semicontinuous, convez, dom ¢ C [0, 00[, and satisfies the following feasibility condition: dom ¢ N |0, co[ # 0.
The speed of growth of ¢ at oo is described by

o= lim p(x)/r € RU{x}.

r——+00

If ¢l = oo, then ¢ grows faster than any linear function and ¢ is said superlinear. Any entropy function
© induces a ¢-divergence (also known as Ciszar divergence [19, 2] or f-divergence) as follows.

Definition 6 (p-Divergences). Let ¢ be an entropy function. For a,f € M(X), let g—gﬂ—i-al- be the Lebesque
decomposition' of a with respect to 3. The divergence D, is defined by

Dual) < [ o (jg) 46 + goat(X) (64)

if o, B are nonnegative and oo otherwise.

The additional term ¢, a*(X) in (64) is important to ensure that D, defines a continuous functional
(for the weak topology of measures) even if ¢ has a linear growth at infinity, as this is, for instance, the case
for the absolute value (68) defining the TV norm. If ¢ as a superlinear growth, e.g.the usual entropy (67),
then ¢/ = +oo so that D, («|B) = +o0 if @ does not have a density with respect to 3.

In the discrete setting, assuming

a=>Y a6, and B=) bid, (65)

are supported on the same set of n points (z;)I; C X, (64) defines a divergence on X,

D (ab)= > <p<fj>bi+gago >, (66)
(b) '

i€Supp

where Supp(b) = {i € [n] ; b; # 0}.

Proposition 1. If ¢ is an entropy function, then D, is jointly 1-homogeneous, convex and weakly* lower
semicontinuous in («, 3).

Proof. [ToDo: write me, perspective function] O

Ezample 4 (Kullback-Leibler divergence). The Kullback-Leibler divergence KL = Dy, also known as the
relative entropy, was already introduced in (31) and (25). It is the divergence associated to the Shannon—
Boltzman entropy function ki, given by

slog(s) —s+1 for s> 0,
ekL(s) =<1 for s =0, (67)
+00 otherwise.

1The Lebesgue decomposition theorem asserts that, given 3, a admits a unique decomposition as the sum of two measures
a® + at such that o is absolutely continuous with respect to 8 and o+ and 8 are singular.
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def.

Ezample 5 (Total variation). The total variation distance TV = D is the divergence associated to

PTVvV

|s—1| for s >0,
68
prv(s) = {—i—oo otherwise. 0

It actually defines a norm on the full space of measure M(X) where
V(alp) = la=Blrv, where [afrv = [a|(X) = / dje (). (69)
x

If o has a density p, on X = R?, then the TV norm is the L* norm on functions, |a|rv = [ [pa(z)|dz =
|palrr. If o is discrete as in (65), then the TV norm is the £! norm of vectors in R™, |a|rv =, |a;| = |a]sx-

Remark 5 (Strong vs. weak topology). The total variation norm (69) defines the so-called “strong” topology
on the space of measure. On a compact domain X of radius R, one has

Wi(a, 8) < R|a — B|Tv

so that this strong notion of convergence implies the weak convergence metrized by Wasserstein distances.
The converse is, however, not true, since 6, does not converge strongly to 6, if  — y (note that |6, — &y |Tv =
2if 2 # y). A chief advantage is that M (X) (once again on a compact ground space X') is compact for the
weak topology, so that from any sequence of probability measures (o), one can always extract a converging
subsequence, which makes it a suitable space for several optimization problems, such as those considered in
Chapter ?77.

Proposition 2 (Dual expression). A ¢-divergence can be expressed using the Legendre transform

©*(s) = sup st — (t)
teR

of ¢ as
Dofals) = swp [ fada() - [ & (f@)as(). (70)

f:X—=R

which equivalently reads that the Legendre transform of Dy (-|3) reads

vrec@). Dy = [ ¢ ()dsa) ()
Proof. [ToDo: write me] O

GANSs via duality. The goal is to fit a generative parametric model ap = g¢ 3¢ to empirical data 8 =
% > j dy;, where ¢ € ./\/lfr(Z) is a fixed density over the latent space and gy : Z — X is the generator,
often a neural network. We consider first a dual norm (59) minimization, in which case one aim at solving
a min-max saddle point problem

i g — 8l = minswp. [ f(@)(a0 — B)(w) =minsup [ fao(2) d@——}jf%

Instead of a dual norm, one can consider any convex function and represent is as a maximization, for instance
a p-divergence, which, thanks to the dual formula (70), leads to

. . . . 1 «
%MMwm=WwpAﬂmm@—%mm=W@?AﬂMMM@—m;wU@D

The GAN’s idea corresponds to replacing f by a parameterized network f = f¢ and doing the maximization
over the parameter . For instance, Wasserstein GAN consider weight clipping by constraining |{]« < 1 in
order to ensure fe € B = {f; Lip(f) < 1}. This set of network is both in practice smaller and non-convex
so that no theoretical analysis of this method currently exists.
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7 Sinkhorn Divergences

7.1 Dual of Sinkhorn
Discrete dual. The following proposition details the dual problem associated to (26).

Proposition 19. One has

i +8, —C,
€ _ _ J
Le(a,b) = fERITIL{Egl)G(Rm (f, a) 5Zexp ( ) a;b; +¢. (72)
The optimal (f,g) are linked to scalings (u,v) appearing in (32) through
(u,v) = (a;es, b;e8/?). (73)

Proof. We introduce Lagrange multiplier and consider

gl;% max (C,P) +eKL(Pla®b) + (a—P1,f) + (b—P'1, g).
€

One can check that strong duality holds since the function is continuous and that one can exchange the min
with the max to get

fog—C
max (f, a) + (g, b) — emin <€Bg7
8

_ . [fPg—C
Hun ~— P) ~KL(Pla®@b) = (f, a) + (g, b) — KL <€|a®b>,

One concludes by verifying that [ToDo: write the proof] (see also formula (71))

KL*(Hla®b) = Z efiiab; — 1.

O

Discret dual. Since the dual problem (72) is smooth, one can consider an alternating minimization. For a
fixed g, one can minimize with respect to f, which leads to the following equation to be solved when zeroing
the derivative with respect to f

-—esalZexp( 7 >bj—0

which leads to the explicit solution

-:—ElogZexp< ’J)bj.
We conveniently introduce the soft-min operator of some vector h € R™
min§, (k) = —¢log Z e~hilep;
J
which is a smooth approximation of the minimum operator, and the optimal f for a fixed g is computed by

a soft version of the c-transform
f; = ming (C; . — g). (74)

In a similar way, the optimal g for a fixed f is

g; = ming(C.; — f). (75)
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Exponentiating these iterations, one retrieves exactly Sinkhorn algorithm. These iterations are however
unstable for small . To be able to apply the algorithm in this regime, one needs to stabilize it using the
celebrated log-sum-exp trick. It follows from noticing that similarly to the minimum operator, one has

ming, (h — cst) = ming, (h) — cst

and to replace the computation of ming (h) by its stabilized version (equal when using infinite precision
computation) ming,(h — min(h)) + min(h).

Continuous dual and soft-transforms. For generic (non-necessarily discrete) input measures (a, ),
the dual problem (72) reads

sup /X f(z)da(z) + /yg(a:)dﬂ(x) — g/XXy (ef®§_c — 1) da ®dp (76)

f.geC(X)xC(Y)

This corresponds to a smoothing of the constraint R(c) appearing in the original problem (45), which is
retrieved in the limit ¢ — 0.
The corresponding soft c-transform, which minimize this dual problem with respect to either f or g reads

Vy c y’ fc7€(y) déf. e log (/ ec(m,y€)+f(w)da(x)> 7
X

vx c X, gé,s(x) déf. e IOg (/ 66(1,y5)+g(y)dﬁ(y)) .
y

In the case of discrete measures, on retrieves the formula (74) and (75).

We omit the details, but similarly to the unregularized case, one can define an entropic semi-discrete
problem and develop stochastic optimization method to solve it.

[ToDo: dual potentials are convex functions for W2,]

[ToDo: sinkhorn between Gaussians is a Gaussian |

[ToDo: Sinkhorn is smooth, computes is Eulerian gradient Lagrangian gradient Fitting,
auto diff]
7.2 Sinkhorn Divergences

Entropic bias. A major issue of the value of Sinkhorn problem (30) is that £(a, 8) > 0. So in particular,
a. = argmin L (o, B)

does not satisfy a. = o unless € = 0. The following proposition shows that the bias induced by this entropic

regularization has a catastrophic influence in the large ¢ limit.

Proposition 20. One has LE(o, B) — [cda ® 8 as € — +oc.

Proof. The intuition of the proof follows from the fact that the optimal coupling converges to a ® . O

So in the large € limit, £ behaves like an inner product and not like a norm. For instance, in the case

e — mﬁin (/ c(z,-)da(z), B) = 6yra) where y*(a)= arg;nin /c(m,y)da(x).

For instance, when ¢(z,y) = |z — y|? then a. collapses towards a Dirac located at the mean [ zda(z) of a.
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Sinkhorn divergences. The usual way to go from an inner product to a norm is to use the polarization
formula, we thus also consider for the Sinkhorn cost, in order to define the debiased Sinkhorn divergence

£2(0 ) 2 L0, 8) — L2lo0) — 5L ).

It is not (yet) at all clear why this quantity should be positive.

Before going on, we prove a fundamental lemma which states that the dual cost has a simple form where
the regularization vanish at a solution (and actually it vanishes also during Sinkhorn’s iteration by the same
proof).

Lemma 1. Denoting (fu.g,9a,8) optimal dual potentials (which can be shown to be unique up to an additive
constant), one has

[’(E:(aaﬁ) = <f04,57 a> + <9a,6, B> (77)
Proof. We first notice that at optimality, the relation

9o, (¥)—c(z,y)

forp = —clog /y o 45 )

after taking the exponential, equivalently reads
fa,8(@)+9q W) —cl@,v) fa,3P94,8—¢
1:/e E dsly) = (es—l)da@ﬁzo.
y XXy

Plugging this in formula (76), one obtains the result. O

Let us first show that its asymptotic makes sense.

Proposition 21. One has L:(a, B) — Lq(a, ) when ¢ — 0 and
L:(a, B) — %/—cd(a —B)®d(la—B) when € — +oo.

Proof. For discrete measures, the convergence is already proved in Proposition (28), we now give a general
treatment. Case € — 0. [ToDo: Do the proof of ¢ — 0 on non-discrete spaces] Case ¢ — +oco. We
denote (f., g-) optimal dual potential. Optimality condition on f. (equivalently Sinkhorn fixed point on f;)
reads

fo = —<log [[exp (M) 45ly) = —<log [ (1 e o(l/s)) aB(y)
e [ (#0170 ast) = - [ aus+ [ eteasts) + ot

9

Plugging this relation in the dual expression (77)

tite ) = [ fdat [ g.a5 =~ [[ etw.p)dala)as) + o).

O

In the case where —c defines a conditionnaly positive definite kernel, then L:(a,3) converges to the
square of an Hilbertian kernel norm. A typical example is when c(z,y) = |z — y|P for 0 < p < 2, which
corresponds to the so-called Energy distance kernel. This kernel norm is the dual of a homogeneous Sobolev
norm.

We now show that this debiased Sinkhorn divergence is positive.
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Proposition 22. If k(x,y) = e @Y/ js positive definite, then L5(o, B) > 0 and is zero if and only if
a=p.

Proof. In the following, we denote (fu g,9q,3) optimal dual potential for the dual Schrodinger problem
between o and 8. We denote fu o = ga,o (one can assume they are equal by symmetry) the solution for the

problem between « and itself. Using the suboptimal function (fq «,gs,3) in the dual maximization problem,
and using relation (77) for the simplified expression of the dual cost, on obtains

fa,899a,8—¢
€

Li(a, ) Z (fa.ar @) +{gp.8, B) — (e

But one has (fa,q, @) = %ﬁi(a, «) and same for 3, so that the previous inequality equivalently reads

fo,599a,8-¢ ~
€

Li0,8) 21 e 1L a®p) =1 (@ A

where & elooqy, B = e/5.63 and we introduced the inner product (which is a valid one because k is

B = J k(x, y)dd(az)dﬁ(y) One note that Sinkhorn fixed point equation, once exponentiated,

positive) (&,
= ® [k(a@)] =1 and hence

reads efe
lali = (k(@), a) = (/> @ k(a), @) = (1, a) =1

and similarly |]? = 1. So by Cauchy-Schwartz, one has 1 — (&, ) > 0. Showing strict positivity is more
involved, and is not proved here. O

One can furthermore show that this debiased divergence metrizes the convergence in law.

8 Barycenters

8.1 Frechet Mean over the Wasserstein Space

This barycenter problem (79) was originally introduced by [1] following earlier ideas of [16]. They proved
in particular uniqueness of the barycenter for c¢(x,y) = |z — y|? over X = RY, if one of the input measure
has a density with respect to the Lebesgue measure (and more generally under the same hypothesis as the
one guaranteeing the existence of a Monge map, see Remark ?7).

Given a set of input measure (8s)s defined on some space X, the barycenter problem becomes

s
Ve ; AsLeo(ar, Bs). (78)
In the case where X = R? and ¢(z,y) = |z — y|?, [1] shows that if one of the input measures has a density,
then this barycenter is unique. Problem (78) can be viewed as a generalization of the problem of computing
barycenters of points (:1:3)35:1 € X% to arbitrary measures. Indeed, if 3, = 0z, is a single Dirac mass, then a
solution to (78) is d,+ where z* is a Fréchet mean solving (??). Note that for c¢(z,y) = |z — y|?, the mean
of the barycenter a* is necessarily the barycenter of the mean, i.e.

/X:rda*(x) zzs:)\s/xxdas(x),

and the support of a* is located in the convex hull of the supports of the (as)s. The consistency of the
approximation of the infinite dimensional optimization (78) when approximating the input distribution using
discrete ones (and thus solving (79) in place) is studied in [17]. Let us also note that it is possible to re-
cast (78) as a multi-marginal OT problem, see Remark ?7?.

[ToDo: Write me: existence, dual, Monge map]
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8.2 1-D Case
[ToDo: Write me]

8.3 Gaussians Case

[ToDo: Write me]

8.4 Discrete Barycenters

Given input histogram {bs}5_;, where b, € ¥, , and weights A € g, a Wasserstein barycenter is
computed by minimizing

s

min > ALc.(aby) (79)
s=1

where the cost matrices C, € R™ ™ need to be specified. A typical setup is “Eulerian”, so that all the

barycenters are defined on the same grid, ny, = n, C, = C = DP is set to be a distance matrix, so that one

solves
s

grelgi As WP(a, by).
s=1
The barycenter problem for histograms (79) is in fact a linear program, since one can look for the S
couplings (Pg)s between each input and the barycenter itself

S
: . T _ T _

Although this problem is an LP, its scale forbids the use generic solvers for medium scale problems. One
can therefore resort to using first order methods such as subgradient descent on the dual [17].

8.5 Sinkhorn for barycenters

[ToDo: Explain the key difference with the regularized OT problem: here there is no more
a “canonical” reference measure o ® ( since the barycenter is unknown. ]
One can use entropic smoothing and approximate the solution of (79) using

s
3 g
min ;Achs(a, b;) (80)
for some ¢ > 0. This is a smooth convex minimization problem, which can be tackled using gradient
descent [20]. An alternative is to use descent method (typically quasi-Newton) on the semi-dual [21], which
is useful to integrate additional regularizations on the barycenter (e.g. to impose some smoothness). A
simple but effective approach, as remarked in [6] is to rewrite (80) as a (weighted) KL projection problem

(Igji {Z MNKL(P,K,) ; Vs, P,T1,, =b,, P11, =... = Pgﬂs} (81)

where we denoted K, “= ¢~C:/<. Here, the barycenter a is implicitly encoded in the row marginals of all
the couplings Py € R"*™ as a = P11; = ... = Pglg. As detailed in [6], one can generalize Sinkhorn to
this problem, which also corresponds to iterative projection. This can also be seen as a special case of the
generalized Sinkhorn detailed in §??. The optimal couplings (Py)s solving (81) are computed in scaling form
as

P, = diag(us)K diag(vs)a (82)
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and the scalings are sequentially updated as

b
(£41) def. s
VS (S [[1,5]], VS - KTu(Z)7 (83)
s Us
(£+1)
£41) def. &
Vse[1,8], ufth K&’ (84)
where al‘l) = H(st§e+1))'\s~ (85)

S

An alternative way to derive these iterations is to perform alternate minimization on the variables of a dual
problem, which detailed in the following proposition.

Proposition 23. The optimal (u,,vs) appearing in (82) can be written as (ug,v,) = (ef+/¢, e8s/¢) where
(fs,8)s are the solutions of the following program (whose value matches the one of (80))

(gj}ggs {Z As <<gs7 bs> - 6<I<Segs/57 efs/€>> ) Z)\sfs = O} . (86)

Proof. Introducing Lagrange multipliers in (81) leads to

min  max As (EKL(PS|KS) +(a—P 1, {;)
(PS)S,a (f-wgs)s S

(b, =P, "L, ).

Strong duality holds, so that one can exchange the min and the max, and gets

max As ((gs, b;) + min eKL(P;|K;) — (P, fs ® g5>>
(f57gs)s s P,

+ m;n (Z Asfs, a).
S
The explicit minimization on a gives the constraint ) Af; = 0 together with

max As{gs, bs) — e KL [ ——22 K
(fs.85)s (e ) ( € |

where KL*(-|Kj) is the Legendre transform (71) of the function KL*(-|K;). This Legendre transform reads

KL (UK) = > K; (Y - 1), (87)
)

which shows the desired formula. To show (87), since this function is separable, one needs to compute
V(u, k) €RE, KL*(ulk) = max ur — (rlog(r/k) —r + k)

whose optimality condition reads u = log(r/k), i.e. r = ke*, hence the result. O

Minimizing (86) with respect to each g, while keeping all the other variable fixed, is obtained in closed
form by (83). Minimizing (86) with respect to all the (f;)s requires to solve for a using (85) and leads to
the expression (84).

Figures 77 and 77 show applications to 2-D and 3-D shapes interpolation. Figure 7?7 shows a computation
of barycenters on a surface, where the ground cost is the square of the geodesic distance. For this figure,
the computations are performed using the geodesic in heat approximation detailed in Remark ??7. We refer
to [41] for more details and other applications to computer graphics and imaging sciences.
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Figure 3: Schematic display of the density fitting problem 89.

9 Wasserstein Estimation

9.1 Wasserstein Loss

In statistics, text processing or imaging, one must usually compare a probability distribution § arising
from measurements to a model, namely a parameterized family of distributions {ag, 8 € ©} where O is a
subset of an Euclidean space. Such a comparison is done through a “loss” or a “fidelity” term, which, in
this section, is the Wasserstein distance. In the simplest scenario, the computation of a suitable parameter
0 is obtained by minimizing directly

min £(0) = Le(as, B). (8%)
Of course, one can consider more complicated problems: for instance, the barycenter problem described
in §?77 consists in a sum of such terms. However, most of these more advanced problems can be usually
solved by adapting tools defined for basic case: either using the chain rule to compute explicitly derivatives,
or using automatic differentiation.

The Wasserstein distance between two histograms or two densities is convex with respect to these inputs,
as shown by (70) and (45) respectively. Therefore, when the parameter 6 is itself a histogram, namely © = 3,
and ay = 6, or more generally when 6 describes K weights in the simplex, © = Y, and ay = Zfil 0;c;
is a convex combination of known atoms ai,...,ax in Xy, Problem (88) remains convex (the first case
corresponds to the barycenter problem, the second to one iteration of the dictionary learning problem with
a Wasserstein loss [38]). However, for more general parameterizations 6 — g, Problem (88) is in general
not convex.

A practical problem of paramount importance in statistic and machine learning is density fitting. Given
some discrete samples (z;)" ; C X from some unknown distribution, the goal is to fit a parametric model
0 — ap € M(X) to the observed empirical input measure (3

. 1
min L(ag, ) where S = - XZ: Osss (89)

where £ is some “loss” function between a discrete and a “continuous” (arbitrary) distribution (see Figure 3).

In the case where gy as a densify py Lt Pap With respect to the Lebesgue measure (or any other fixed
reference measure), the maximum likelihood estimator (MLE) is obtained by solving

min Lyiws(ao, ) = = log(po(w1)).

This corresponds to using an empirical counterpart of a Kullback-Leibler loss since, assuming the z; are i.i.d.
samples of some 3, then

Lae(a, ) 25 KL(alB)

This MLE approach is known to lead to optimal estimation procedures in many cases (see for in-
stance [36]). However, it fails to work when estimating singular distributions, typically when the ay does not
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has a density (so that Lypg (s, 3) = +00) or when (z;); are samples from some singular 3 (so that the ag
should share the same support as 3 for KL(a/|3) to be finite, but this support is usually unknown). Another
issue is that in several cases of practical interest, the density pg is inaccessible (or too hard to compute).

A typical setup where both problems (singular and unknown densities) occur is for so-called generative
models, where the parametric measure is written as a push-forward of a fixed reference measure ¢ € M(Z2)

g = h@yﬁ( where hg zZ—=X

where the push-forward operator is introduced in Definition 1. The space Z is usually low-dimensional, so
that the support of ay is localized along a low-dimensional “manifold” and the resulting density is highly
singular (it does not have a density with respect to Lebesgue measure). Furthermore, computing this density
is usually intractable, while generating i.i.d. samples from «y is achieved by computing z; = hg(2;) where
(zi); are i.i.d. samples from (.

In order to cope with such difficult scenario, one has to use weak metrics in place of the MLE functional
LyvLe, which needs to be written in dual form as

cm o | [ f@aat)+ [ g0 (0 <R}, (90

Dual norms exposed in §6.3 correspond to imposing R = {(f,—f); f € B}, while optimal transport (45)
sets R = R(c) as defined in (46).

For a fixed 6, evaluating the energy to be minimized in (89) using such a loss function corresponds to
solving a semi-discrete optimal transport, which is the focus of Chapter ??7. Minimizing the energy with
respect to 6 is much more involved, and is typically highly non-convex.

The class of estimators obtained using £ = L., often called “Minimum Kantorovitch Estimators” (MKE),
was initially introduced in [4], see also [14].

9.2 Wasserstein Derivatives

[ToDo: Write me.]
Eulerian vs Lagrangian.
Derivatives.

Sinkhorn smoothing.

9.3 Sample Complexity

In an applied setting, given two input measures (a, ) € M (X)?, an important statistical problem is to
approximate the (usually unknown) divergence D(a, 3) using only samples (x;);_; from a and (y;)72; from
8. These samples are assumed to be independently identically distributed from their respective distributions.
For both Wasserstein distances W), (see 24) and MMD norms (see §6.3), a straightforward estimator of the
unknown distance between distributions is compute it directly between the empirical measures, hoping ideally
that one can control the rate of convergence of the latter to the former,

def. 1
Qnp = = > 0.,
D(a, 8) =~ D(ap, Bm) where qor, YT
(. 8) = D(a, i) {5m£fi%f

Note that here both «,, and S, are random measures, so D(ay,, B,) is a random number. For simplicity, we
assume that X’ is compact (handling unbounded domain requires extra constraints on the moments of the
input measures).

For such a dual distance that metrizes the weak convergence (see Definition 2), since there is the weak
convergence &, — «, one has D(ay, 8,) = D(«, ) as n — 4o0o0. But an important question is the speed of
convergence of D(ay, 3,) toward D(a, (), and this rate is often called the “sample complexity” of D.
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Rates for OT. For X = R? and measure supported on bounded domain, it is shown by [23] that for d > 2,
and 1 < p < 400, )
E(IWp(an, Bn) = Wp(a, B)]) = O(n™ 1),

where the expectation E is taken with respect to the random samples (z;,y;);. This rate is tight in R? if one
of the two measures has a density with respect to the Lebesgue measure. This result was proved for general
metric spaces [23] using the notion of covering numbers and was later refined, in particular for X = R?
in [22, 25]. This rate can be refined when the measures are supported on low-dimensional subdomains: [45]
show that, indeed, the rate depends on the intrinsic dimensionality of the support. [45] also study the
nonasymptotic behavior of that convergence, such as for measures which are discretely approximated (e.g.

mixture of Gaussians with small variances). It is also possible to prove concentration of Wy (a,, 8,) around
its mean Wp(«, B3); see [10, 9, 45].

Rates for MMD. For weak norms | - |7 which are dual of RKHS norms (also called MMD), as defined
in (62), and contrary to Wasserstein distances, the sample complexity rate does not depend on the ambient
dimension

E[lan = Bullz — o = BIZ*) = O(n~2),

see [43]. Note however that the constant appearing in this rate might depend on the dimension. This
corresponds to the classical rate when using a Monte-Carlo method to estimate an integral using random
samples. For instance, one has, denoting £ = o — 8 and &, = a,, — Bn

E(Ignl — o= Blkl) = E(I/kd(ﬁ ®E— & © &)%)

[ToDo: Explain that this corresponds to the Monte-Carlo approximation of integrals using
sums. Explain that the constant might depends on the dimension. Give a proof. |

Rates for Sinkhorn. [ToDo: Give the intuition : smoothness of the potentials, Sobolev ball. |

10 Gradient Flows

10.1 Optimization over Measures

Example : neural net training, super-resolution, and other functional over measures.
Eulerian vs Lagrangian derivative

10.2 Particle System and Lagrangian Flows

The intuition : at a Lagrangian OT as £5 metric on points. OT flow is a flow on particle locations.
Gradient descent schemes.
Study of mean field limits.

10.3 Wasserstein Gradient Flows

Implicit stepping.
Fokker planck,
Unbalanced gradient flows.

10.4 Langevin Flows

1 random particles as opposed to many deterministic particles. Crucial in high dimension.
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11 Extensions

11.1 Dynamical formulation

[ToDo: Write me.]

11.2 TUnbalanced OT
[ToDo: Write me.]

11.3 Gromov Wasserstein

Optimal transport needs a ground cost C to compare histograms (a,b), it can thus not be used if the
histograms are not defined on the same underlying space, or if one cannot pre-register these spaces to define
a ground cost. To address this issue, one can instead only assume a weaker assumption, namely that one
has at its disposal two matrices D € R"*™ and D’ € R™*™ that represent some relationship between the
points on which the histograms are defined. A typical scenario is when these matrices are (power of) distance
matrices. The Gromov-Wasserstein problem reads

GW((av D)7 (b7 D/DQ = Pe%i(g,b) ED,D’ (P) = . Z/ |Di,i’ - D;7j’|2Pi,jPi’,j" (91)
1,5,9'.]
This is a non-convex problem, which can be recast as a Quadratic Assignment Problem (QAP) [?] and is in
full generality NP-hard to solve for arbitrary inputs. It is in fact equivalent to a graph matching problem [?]
for a particular cost.

One can show that GW satisfies the triangular inequality, and in fact it defines a distance between
metric spaces equipped with a probability distribution (here assumed to be discrete in definition (91)) up
to isometries preserving the measures. This distance was introduced and studied in details by Memoli
in [?]. An in-depth mathematical exposition (in particular, its geodesic structure and gradient flows) is given
in [?]. See also [?] for applications in computer vision. This distance is also tightly connected with the
Gromov-Hausdorff distance [?] between metric spaces, which have been used for shape matching [?, ?].

Remark 6. Gromov-Wasserstein distance The general setting corresponds to computing couplings between
metric measure spaces (X,dx,ax) and (Y, dy, ay) where (dx,dy) are distances and (ax, ay) are measures
on their respective spaces. One defines

W (e ). (o )2 _min [ (')~ dy ) )P (el (92)

reU(ax,ay)

GW defines a distance between metric measure spaces up to isometries, where one says that (ax,dx) and
(ay,dy) are isometric if there exists ¢ : X — ) such that gyar = ay and dy(p(x), (z')) = dx(z,z).

Remark 7. Gromov-Wasserstein geodesics The space of metric spaces (up to isometries) endowed with
this GW distance (92) has a geodesic structure. [?] shows that the geodesic between (Xp,dx,,g) and
(X1,dx,, 1) can be chosen to be t € [0,1] — (Xp x X4,ds, 7*) where ©* is a solution of (92) and for all
((wo, z1), (), 7)) € (Ko x X1)?,

dt((x()vxl)v ($6,l‘/1)) = (1 - t)dXo (1‘0,1‘6) + thl (1‘1, x/l)

This formula allows one to define and analyze gradient flows which minimize functionals involving metric
spaces, see [?]. It is however difficult to handle numerically, because it involves computations over the product
space Xy x Xj. A heuristic approach is used in [?] to define geodesics and barycenters of metric measure
spaces while imposing the cardinality of the involved spaces and making use of the entropic smoothing (93)
detailed below.
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To approximate the computation of GW, and to help convergence of minimization schemes to better
minima, one can consider the entropic regularized variant

i (P) — cH(P).
plnin ép,p/(P) —cH(P) (93)

As proposed initially in [?, ?], and later revisited in [?] for applications in graphics, one can use iteratively
Sinkhorn’s algorithm to progressively compute a stationary point of (93). Indeed, successive linearizations
of the objective function lead to consider the succession of updates

PO X pin (P, CY) — eH(P) where (94)
PcU(a,b)

T

CcY = vép p(PY) = -D PYD,

which can be interpreted as a mirror-descent scheme [?]. Each update can thus be solved using Sinkhorn
iterations (35) with cost C). Figure (??) illustrates the use of this entropic Gromov-Wasserstein to compute
soft maps between domains.

11.4 Quantum OT

Static formulation.
Gurvits algorithm, Q-sinkhorn.
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